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Abstract - This paper introduces an Intelligent
Information Aggregation and Condensation System
developed to generate high-quality summaries from large
volumes of unstructured text using a hybrid
summarization strategy. The system integrates extractive
and abstractive techniques, where key sentences are first
identified through syntactic parsing using SpaCy, and then
refined via transformer-based models such as DistilBART,
BART Large, and T5 Base from Hugging Face
Transformers for fluent and coherent output. The
application accepts multiple document formats, including
PDF, DOCX, and TXT, and employs automatic chunking
for processing content that exceeds model token limits. It
also features TF-IDF-based keyword extraction and
provides download options in TXT, DOCX, and PDF
formats. Built using Python and deployed via Streamlit,
the system offers a responsive web interface with
integrated CSS for enhanced usability. Designed with
modularity and extensibility in mind, this solution applies
to fields requiring efficient text comprehension such as
healthcare, law, academia, and media, and aims to reduce
cognitive load while improving access to essential

information.
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1. INTRODUCTION

In the digital age, the volume of textual data
generated across domains such as healthcare, law,
journalism, and scientific research is expanding at an
unprecedented rate. The increasing demand for rapid
assimilation of large-scale documents has intensified the
need for intelligent systems capable of automating

content summarization. Traditional summarization
methods, including rule-based and statistical
approaches, often fall short of capturing semantic depth
and linguistic nuance. With advancements in deep
learning and natural language understanding,
transformer-based architectures have emerged as state-
of-the-art in various natural language processing tasks.

This paper presents an integrated framework
designed not only to summarize lengthy and
unstructured textual content but also to enhance
usability through a real-time, web-accessible interface.
The system is architected to support real-world use
cases, enabling both technical and non-technical users to
derive concise and meaningful summaries with minimal
computational overhead. Notably, the framework is
extensible, capable of supporting additional language
models or preprocessing layers and designed for
portability across operating environments.

The system leverages tokenization, sentence
boundary detection, semantic filtering, and model-
agnostic preprocessing pipelines to ensure both
precision and contextual preservation during
summarization. Furthermore, the interface is designed to
maintain accessibility and scalability, promoting
adaptability in enterprise and research-grade workflows.

2. LITERATURE REVIEW
2.1Evolution of Summarization Techniques

The field of text summarization has undergone a
significant transformation, beginning with early rule-
based systems that used handcrafted linguistic rules to
identify sentence importance. These methods, while
transparent, lacked scalability and adaptability. The
introduction of statistical techniques—such as term
frequency-inverse document frequency (TF-IDF)—
enabled content selection based on word distribution
but often failed to capture contextual relationships. The
advent of machine learning models improved summary
relevance by learning patterns from annotated corpora,
yet they were constrained by domain-specific
dependencies and limited language comprehension. The
progression to neural network-based approaches
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introduced mechanisms like attention, enabling dynamic
weighting of input components and thereby enhancing
relevance detection and phrase restructuring
capabilities. This historical transition reveals a continual
trend towards more autonomous, data-driven models
that can process unstructured information with greater
linguistic coherence and contextual awareness.

2.2Comparative Analysis of Existing Systems

Modern summarization frameworks typically adopt
one of three strategies: extractive, abstractive, or hybrid.
Extractive models leverage sentence importance metrics,
using methods such as centrality scoring and clustering
to identify key passages. Despite generating
grammatically sound summaries, they frequently lack
semantic integration and may retain irrelevant
redundancy. Conversely, abstractive models attempt to
reconstruct new text based on learned language
patterns. Architectures such as encoder-decoder
transformers enable contextual reasoning and lexical
variation but are vulnerable to inconsistencies and
hallucinations. Hybrid systems combine the strengths of
both paradigms, pre-filtering content using extractive
components before generating paraphrased outputs.
While hybrid systems exhibit higher output quality, they
require precise orchestration between modules and are
often difficult to interpret or debug. Comparative studies
reveal that no single paradigm fully resolves the trade-
offs between coherence, computational efficiency, and
linguistic diversity.

2.3 Critical Survey of Research Contributions

Recent academic efforts have focused on refining
architectural frameworks and improving output fidelity.
The study titled "Context-Aware Neural Summarization
with Attention Dynamics” proposed using memory-
augmented attention layers to preserve discourse flow,
yet faced challenges in maintaining summary
compactness. Another paper, "Cross-Encoder and Bi-
Encoder  Fusion  for  Document  Compression”,
demonstrated gains in semantic alignment but exhibited
increased latency. A third work explored the utility of
pre-trained encoder-decoder stacks fine-tuned on news
datasets, but results degraded when applied to legal or
medical content. Additionally, cross-lingual
summarization efforts remain underrepresented,
limiting global applicability. Collectively, these works
highlight persistent gaps in model generalizability,
inference performance, and handling of low-resource
languages or specialized jargon.

2.4 Proposed Architecture Overview

The system presented in this work distinguishes
itself through a layered design integrating modular
processing units for content ingestion, analysis, and
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generation. A dynamic preprocessing unit parses user-
uploaded documents and applies adaptive chunking
based on token constraints. This is followed by a two-
stage summarization pipeline—first performing content
distillation using syntactic parsing, and then generating a
refined summary using a transformer-based language
generator. Summarization models are accessed through
Hugging Face's Transformer API, enabling plug-and-play
model switching. A keyword extraction unit augments
interpretability by highlighting topic relevance. The user
interface is built using Streamlit with embedded CSS to
facilitate usability, while export options in TXT, DOCX,
and PDF formats ensure versatility. This modularity not
only enhances system maintainability but also allows
seamless adaptation to emerging model advancements
or new input formats.

2.5 Hardware and Software Environment

The infrastructure requirements of transformer-
based models vary significantly. While lightweight
models like DistilBART can operate on systems with 4-8
GB RAM, larger architectures such as BART Large or T5
demand 16 GB or more, especially during batch
processing. The implementation stack uses Python 3.9,
and the solution is optimized for compatibility with
Windows, Linux, and macOS platforms. To support
document parsing, libraries like PyPDF2 and python-
docx are employed, while real-time interface rendering
and interaction are managed through Streamlit.
Integration with GPU accelerators (if available) is
optional but recommended for reducing inference
latency. Dependency management is handled through
pip and requirements.txt, ensuring reproducible
installations. This cross-platform operability is intended
to democratize access across both individual users and
organizational setups.

2.6 Identified Technical Constraints

Despite its advantages, the proposed system
encounters several technical limitations. One challenge
stems from the token boundaries enforced by
transformer models, which can truncate semantically
important information during chunking. Additionally,
model response time varies widely depending on input
size and hardware configuration, limiting suitability for
real-time applications in low-resource environments.
The inability to process embedded tables, graphs, or
multi-column layouts in documents may reduce
summarization fidelity for academic or technical reports.
Furthermore, since models are pre-trained on general-
purpose datasets, summarization quality —may
deteriorate on domain-specific texts unless further fine-
tuning is undertaken. Finally, language support remains
predominantly monolingual, with minimal infrastructure
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for handling code-mixed or multilingual content—a
major barrier to global accessibility and scalability.

3. IMPLEMENTATION

The proposed system is designed as a modular,
scalable, and user-centric text summarization platform,
developed using Python and Streamlit. The architecture
adopts a layered design approach that integrates both
extractive and abstractive techniques while supporting
seamless user interaction and multi-format document
input.

3.1 System Architecture

The architecture comprises four core components:
Input Handling, Preprocessing, Summarization Core,
and Output Rendering. The Input Handling layer
enables both manual text entry and file uploads,
accommodating formats such as PDF, DOCX, and TXT. In
the Preprocessing phase, the system extracts normalizes,
and tokenizes the content using SpaCy and other NLP
tools. The Summarization Core utilizes a hybrid pipeline,
combining extractive filtering and transformer-based
abstractive models such as DistilBART, BART Large, and
T5. The Output Rendering module manages the display
and export of the summarized content with an emphasis
on user experience and accessibility.

3.2 Model Integration

Transformer models are loaded using Hugging Face’s
pipeline interface and cached using Streamlit’s resource
caching, ensuring efficient performance. Model-specific
parameters such as maximum and minimum summary
lengths, and sampling options like beam search, are fine-
tuned to generate high-quality outputs. To accommodate
the token limit (~1024 tokens) of transformer
architectures, longer documents are intelligently split
into chunks, each processed individually before
recombination. The extractive layer pre-selects high-
relevance sentences from each chunk, enhancing
summary coherence and relevance.

3.3 Web Interface and User Flow

The interface is built on Streamlit and enhanced with
custom CSS to provide a clean, responsive, and
interactive user experience. Users can upload supported
document types or enter text manually, select a
summarization model based on their system's
capabilities, and generate summaries in real-time.
Additional features include a model guide, keyword
extraction via TF-IDF, and a stylized summary display
panel. The intuitive design ensures accessibility for users
with varying levels of technical expertise.

3.4 File Handling and Format Support

The system is engineered to handle diverse input
formats, ensuring flexibility and broad usability. PDF
documents are parsed using the PyPDF2 library to
extract content across all pages. DOCX files are
processed using python-docx, where each paragraph is
retrieved and concatenated. Plain text files are decoded
directly from bytes. Preprocessing involves format-
specific adjustments such as whitespace removal, line
merging, and token normalization. These
transformations ensure that the input is clean and
consistent, thereby improving summarization accuracy
and reducing noise introduced by document formatting.

3.5 Chunking Strategy

Due to the input size limitations of transformer
models, the system uses a dynamic chunking mechanism.
The text is split into segments based on word count and
semantic boundaries to maintain continuity and avoid
context loss. Each chunk is processed separately, with
extractive summarization applied to distill essential
information before forwarding it to the abstractive
model. The final summary is synthesized by aggregating
the outputs of all chunks, ensuring readability and logical
flow.

To formalize this process, the summarization flow can be
represented as:

- U A(E(C))

where,
e (;..C, are the input chunks,

e E(C;) = extractive summary of chunk i,

e A(E(C)) = abstractive summary of that
extractive result, and S is the final synthesized
summary.

This equation signifies that the final summary SSS is the
union of abstractive summaries of extractive outputs
from each chunk, preserving coherence and information
relevance.

3.6 Summary Export Options

Once the summarization is complete, the user can
download the output in multiple formats tailored to
different use cases. The summary can be saved as a plain
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text file for quick reference, a DOCX file for
documentation purposes, or a PDF file for professional
sharing. These formats are generated using respective
libraries—python-docx for Word documents and FPDF
for PDFs—with formatting options such as headings,
paragraph spacing, and font configuration. This multi-
format export capability enhances the usability of the
system across academic, business, and personal contexts.

4. METHODOLOGY

The methodology adopted in the proposed Intelligent
Summarization System involves a structured and
modular sequence of operations encompassing data
ingestion, preprocessing, hybrid summarization, and
result presentation. Each component is designed with
flexibility, efficiency, and clarity in mind, ensuring
compatibility with various document types and system
environments.

4.1 Data Flow Overview

The system initiates with user input, either through
manual text entry or file upload (PDF, DOCX, TXT).
Uploaded files are parsed to extract raw text using
format-specific libraries (PyPDF2, python-docx). Once
the input text is extracted, it is passed into the
preprocessing module where cleaning, normalization,
and sentence segmentation are performed using SpaCy’s
en_core_web_sm NLP model.

The summarization process begins as soon as the
user provides input—either by typing text manually or
by uploading a document in formats like PDF, DOCX, or
plain text. Once a file is uploaded, the system uses
specific tools to pull the text from it: PyPDF2 is used for
reading PDF files, while python-docx is used to extract
text from Word documents. After retrieving the raw text,
the system sends it into a preprocessing stage. Here,
unnecessary white spaces, line breaks, and irregular
formatting are cleaned up to ensure the text is neat and
readable. Then, using SpaCy’s pre-trained language
model (en_core_web_sm), the content is broken down
into sentences.
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Fig4.1 Activity diagram
4.2 Hybrid Summarization Pipeline

The hybrid summarization pipeline begins with the
preprocessing stage, where the input text is analyzed for
length. If the document exceeds the token threshold
(typically around 1024 tokens), it is automatically
divided into semantically coherent chunks to comply
with transformer model limitations. This chunking
process ensures that important contextual relationships
are maintained across sections.

Following this, the extractive summarization phase is
initiated using SpaCy’s sentence segmentation
capabilities. Key sentences are selected based on
heuristics such as sentence position, relevance, and
linguistic weight, preserving grammatical structure
while filtering less informative content. The resulting
extractive summary serves as a condensed input for the
next phase.

© 2025,IRJET | ImpactFactor value: 8.315

IS0 9001:2008 Certified Journal | Page811



‘, International Research Journal of Engineering and Technology (IRJET)  e-ISSN: 2395-0056

JFT Volume: 12 Issue: 06 | Jun 2025

www.irjet.net

p-ISSN: 2395-0072

The abstractive summarization phase utilizes
transformer-based models—such as DistilBART, BART
Large, or T5—integrated through the Hugging Face
pipeline API. These models generate fluent, paraphrased
versions of the input, dynamically restructuring and
condensing information to enhance readability and
coherence. Specific parameters like maximum length,
minimum length, and sampling strategy are tuned to
balance summary brevity and depth.

Once the abstractive summary is generated, a post-
processing step refines the text to ensure smooth flow
and consistency across chunked outputs. This cleaned,
unified summary is then used for further keyword
extraction and output formatting.

4.3 Keyword Extraction

To enrich the output and assist in topic identification,
a keyword extraction module is applied post-
summarization. The TF-IDF (Term Frequency-Inverse
Document Frequency) vectorization technique is used to
identify the most relevant and distinctive terms from the
summary. These keywords provide quick insight into the
central themes of the document and are displayed to the
user for reference.

4.4 User Interaction and Model Selection

An interactive user interface developed with
Streamlit allows seamless navigation through the
summarization process. Users can choose their preferred
model (DistilBART, BART Large, T5 Base) based on
available system resources. The interface also displays
memory requirements and model specifications to guide
user decisions effectively. Real-time feedback and result
rendering ensure usability and accessibility.

4.5 Output Generation and Export

After the final summary is generated and refined, the
user is provided with options to download the output in
three formats—TXT, DOCX, and PDF. The formatting
includes headers, font styling, and layout structuring to
enhance readability. This export functionality ensures
that the summary can be integrated into downstream
workflows such as reports, academic references, or
presentations.

4.6 Method Validation

To wvalidate the effectiveness of the proposed
methodology, test cases across various domains—
including legal, academic, and technical documents—
were conducted. Each input was evaluated based on
summary quality, coherence, coverage, and processing
time. Feedback from these tests guided refinements .

5. EXPERIMENTAL RESULTS

& Multi-Document Summarizer

Model System Requirements:

Fig 5.1 Ul Output

Fig 5.2 final output
6. CONCLUSION

In an era characterized by information overload, the
need for automated, accurate, and scalable text
summarization solutions has become increasingly
critical. The Intelligent Information Aggregation and
Condensation System presented in this work addresses
this need by integrating advanced transformer-based
architectures into a hybrid summarization framework.
By combining extractive techniques for structural
filtering with abstractive models for semantic
compression, the system generates concise, coherent,
and contextually rich summaries across diverse input
formats such as PDF, DOCX, and TXT.

The implementation leverages state-of-the-art pre-
trained models like DistilBART, BART Large, and TS5,
providing users with multiple summarization strategies
depending on system capabilities and document
complexity. Additionally, the use of a Streamlit-based
web interface ensures accessibility, responsiveness, and
real-time interaction, making the tool suitable for
domains such as research, healthcare, legal analysis, and
journalism.
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Despite its effectiveness, the system still encounters
challenges, particularly with memory-intensive models,
input length constraints, and domain-specific fine-tuning
needs. However, its modular design opens avenues for
future improvements such as multilingual support, real-
time batch processing, and integration with domain-
adapted models. Overall, this work demonstrates the
practical feasibility and value of intelligent
summarization systems.

7. FUTURE WORK

While the proposed system demonstrates strong
performance in multi-format document summarization
using transformer-based models, several enhancements
are envisioned for future development. One key area
involves improving support for multilingual and cross-
summarization, which would expand the system's
applicability to non-English texts and global users.
Incorporating models like mBART and XLM-R could
facilitate this expansion. Additionally, domain-specific
fine-tuning — particularly for legal, biomedical, and
financial texts—can significantly improve
summarization accuracy and contextual relevance.
Another promising direction is the development of
adaptive chunking algorithms that dynamically preserve
semantic continuity across longer documents without
rigid token limits, thereby improving summary cohesion.

Future iterations may also explore integration with
knowledge graphs and ontologies to enhance factual
consistency and reduce hallucinations common in
generative models. From a usability perspective, real-
time multi-document summarization, batch processing,
and a mobile-friendly version of the platform can further
increase accessibility. Enhanced visualization tools for
keyword mapping and semantic clustering may also
enrich user interaction.

Finally, adopting model quantization and
optimization techniques like ONNX, Intel OpenVINO, or
TensorRT could significantly reduce inference time,
making the solution more scalable and efficient for
deployment in low-resource environments and edge
devices.
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