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Abstract — With the surge of e-commerce in recent years, 
online scams exploiting product reviews have become a 
pressing concern. Fake ratings, manipulated feedback, and 
deceptive sellers undermine trust in platforms like Amazon. 
This paper proposes an end-to-end system combining a robust 
Amazon review scraper with a BERT-based legitimacy 
classifier deployed via a Flask web application. The scraper, 
based on Oxylabs' implementation, collects up-to-date product 
reviews. The backend uses a fine-tuned BERT model trained on 
both real and fake review datasets to classify reviews as 
malicious or unworthy. The integrated platform provides users 
with a legitimacy score, fake-review estimates, and additional 
metrics to evaluate online products effectively. 
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I. INTRODUCTION 

HE extensive use of online reviews has exposed sites such 
as Amazon to fake manipulation, compromising consumer 

confidence and product visibility. This paper introduces an 
integrated system for determining the authenticity of 
products from user reviews. Fundamentally, the system 
utilizes an effective and powerful scraping engine to gather 
actual-time reviews from Amazon product pages. Toward 
this end, we integrate and improve the open-source Amazon 
Review Scraper developed by Oxylabs [1], which employs 
headless browser automation and stealth mechanisms to 
evade contemporary web defenses. 

The scraper is called by a Flask-based backend that 
accepts user input, initiates scraping, and processes the 
scraped output. The reviews are fed into a BERT-based 
classifier trained on data sets with both real and fake reviews 
[2][3]. The model returns each review with a probability 
score indicating whether it is malicious or not worthy. The 
backend then aggregates these predictions into a final 

legitimacy report, e.g., a fake-review percentage, along with 
confidence measures. All these elements—scraping, 
classification, and result determination—are orchestrated in 
a light-weight web application that enables real-time 
analysis. The modular design makes the system scalable, 
explainable, and able to address evolving e-commerce threat 
vectors. 

II. LITERATURE REVIEW 

Several studies have explored the application of machine 
learning and web-based technologies to detect fraudulent 
activity in online shopping environments. Weng et al. [4] 
introduced CATS, a cross-platform machine learning system 
that detects counterfeit product ratings by analyzing review 
and rating patterns across multiple e-commerce platforms. 
Its ability to generalize trends makes it particularly effective 
at identifying widespread scam behaviors. 

Azzuri and Sulaiman [5] proposed a scam website 
detection system that classifies e-commerce sites as either 
legitimate or fraudulent using a Random Forest classifier, 
achieving a notable 93% accuracy. However, their model 
primarily focuses on structural website features rather than 
user-generated content. 

Cao et al. [6] addressed the problem of fake reviews by 
detecting collusive groups of reviewers. They utilized an 
unsupervised graph neural network model combined with 
modularity-based clustering to identify coordinated review 
fraud—a strategy that surpasses individual review analysis 
in sophistication. 

In another study, Ahmed et al. [7] benchmarked 11 
classification algorithms on shopping behavior datasets and 
found that the Decision Table algorithm delivered the best 
performance (87.13% accuracy) using the WEKA platform, 
reinforcing the value of data mining for fraud detection. 

While they show promising outcomes, these methods tend 
to address isolated scopes—either web page-level metadata 
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or user behavior—without providing a complete or user-
centric solution. Our system, however, combines several 
layers: review scraping in real-time, review text 
classification, and lightweight web interface to provide an 
actionable legitimacy analysis. 

Although other alternative approaches have higher 
independent accuracy, our choice of using BERT is based on 
its improved ability to detect subtle patterns of natural 
language in reviews. As a transformer-based model, BERT 
can detect context, sarcasm, and subtle shifts in sentiment 
that basic classifiers cannot. It is therefore most appropriate 
for high-end review text analysis, which is most frequently 
the most manipulated variable in e-commerce fraud. 

III. METHODOLOGY/EXPERIMENTAL  

III.A. Process diagram 

 

Fig.1: System architecture 

III.B. Methodology 

This section outlines the architecture and internal logic of 
the proposed Amazon review legitimacy detection system. It 
comprises four primary modules: (A) review data extraction, 
(B) dataset preparation and splitting, (C) transformer-based 
classification, and (D) result aggregation and web 
integration. 

III.B.A Review data extraction 

Review harvesting is powered by Oxylabs’ open-source 
Amazon Review Scraper [1], implemented using Selenium 
and headless Chrome automation. The scraper module, 
encapsulated in scraper.py, navigates to a product’s main 
Amazon listing and extracts visible reviews using XPath and 
class-based selectors. Key attributes extracted include 
reviewer name, review title, rating, and full text content. 
Extracted reviews are saved to a structured file 
(amazon_reviews.csv) in a standardized schema. 

While the scraper performs reliably for extracting content 
displayed on the first load of the product page, it does not 
currently handle pagination or interact dynamically with the 
"See all reviews" link. As a result, it is limited to reviews that 
are pre-rendered on the main listing. This trade-off ensures 
speed and simplicity but comes at the cost of completeness. 
The scraper is invoked modularly through a Makefile 
command, allowing its functionality to remain decoupled 
from the core Flask application and easily upgradable in 
future versions. 

III.B.B. Dataset preparation and train–test splitting 

The classification model is trained on a dataset constructed 
by merging two public sources: the “Amazon Sentianalysis” 
dataset [2] containing authentic customer reviews and the 
“Fake Reviews Dataset” [3] comprising synthetically 
generated and crowdsourced fraudulent content. Each 
review is annotated with three binary labels: malicious, 
unworthy, and fake_label, reflecting different dimensions of 
review quality and intent. 

Prior to training, the dataset undergoes cleaning and 
tokenization. A stratified 80/20 train–test split is applied to 
preserve the proportion of each label across both subsets. 

This stratification mitigates class imbalance and improves 
the model's generalization performance across label types. 

III.B.C. Transformer-based classification 

A BERT-Base-Uncased model is fine-tuned for multi-label 
review classification using the HuggingFace Transformers 
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library [8]. Input reviews are truncated or padded to 256 
tokens and tokenized using BERT's standard WordPiece 
tokenizer [8]. The model architecture outputs three logits 
corresponding to the three labels, and applies a sigmoid 
activation function to yield independent probabilities [9]. 

Best hyperparameters for BERT model training were chosen 
to achieve its best performance as well as efficiency [10], 
[11]. For maintaining context of reviews at minimal memory 
cost, the sequence length was limited to 256 tokens. A batch 
size of 16 was used to ensure stable training under common 
GPU availability restrictions [10]. The model was trained for 
10 epochs to facilitate maximum learning without overfitting 
[12]. The AdamW optimizer was used with a learning rate of 
2e−5 to ensure consistent and best updates to gradients 
during training [8]. 

The classifier is trained using binary cross-entropy loss, with 
macro and weighted F1-scores monitored for each label [11]. 
Post-training, the model achieves an F1-score of 0.79 for the 
malicious label and 0.56 for unworthy, suggesting higher 
confidence in identifying overtly deceptive content (see 
Table 1) [13]. 

Label Precision Recall F1-Score Support 

Malicious 0.80 0.78 0.79 1,196 

Unworthy 0.60 0.53 0.56 1,019 

Accuracy – – 0.71 3,397 

Macro Avg 0.70 0.66 0.67 3,397 

Weighted Avg 0.72 0.71 0.71 3,397 

 
Table 1: F1 scores for the BERT classifier, showing strong 

performance on malicious reviews and moderate accuracy for 
unworthy reviews. 

III.B.D. Result Aggregation and Web Integration 

Once review scraping is complete, the Flask backend reads 
the amazon_reviews.csv file into a Pandas DataFrame and 
runs each review text through the fine-tuned BERT model. 
BERT classifier output probabilities are employed to 
generate three product legitimacy measures. The legitimacy 
score is the average non-malicious review probability, which 
reflects overall trustworthiness. The fake review estimate is 
100 minus the score, which reflects estimated levels of 
unscrupulous feedback. The unworthy score is the 
probability of reviews being imprecise or uninformative, 
reflecting customer feedback quality. 

The API returns this data as a JSON payload, which includes 
the ASIN, all computed metrics, and a sample of the top five 
reviews. On the frontend, JavaScript dynamically renders 
these results using visually distinct cards and color-coded 
indicators to communicate legitimacy and risk scores to the 
end-user. 

This modular, decoupled architecture enables clear 
division of responsibility between components and facilitates 
future integration with more advanced scrapers or model 
backends. 

III.C. Testing and Evaluation 

To assess the system’s reliability, we conducted end-to-end 
testing under real-world conditions using diverse Amazon 
product pages. Users input product URLs via the web 
interface, which triggered a backend process combining 
scraping, classification, and frontend rendering. Correct 
generation of the CSV file confirmed scraper functionality, 
and the output legitimacy metrics were validated for logical 
consistency and expected behavior. 

Performance benchmarking revealed that the full pipeline 
typically completes within 8–12 seconds. Of this, model 
inference takes less than 2 seconds when run on a CUDA-
enabled GPU, while scraping remains the dominant time sink 
due to network delays and browser startup time. 

Model reliability was quantified by comparing classifier 
outputs against a labeled test set of 3,397 samples. 
Evaluation metrics including precision, recall, and F1-score 
were extracted for each label (see Fig. 1). The system 
performed well in detecting clearly fraudulent content 
(malicious label), but less strongly on ambiguous or context-
poor content (unworthy label), which is consistent with the 
subjective nature of the latter. 

Informal usability testing was also conducted with a small 
group of users who assessed the UI for responsiveness and 
clarity. Feedback was largely positive, with participants 
noting the utility of visual scores and review excerpts in 
guiding purchase decisions. No critical bugs were reported 
during testing, although some cases with <10 reviews 
initially returned blank metrics. This limitation has since 
been relaxed to ensure partial analysis is still delivered. 

Overall, the system exhibits good responsiveness, 
interpretability, and accuracy across a range of product 
types. It effectively bridges web automation and machine 
learning to assist users in making informed e-commerce 
decisions. 
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IV. RESULTS AND DISCUSSIONS 

The system was end-to-end tested with real Amazon 
product pages, which ranged across a range of product 
categories with varying review numbers and review 
structure. The integration of the Oxylabs-based scraper and 
BERT legitimacy classifier performed well within an 
integrated Flask web app, where users could input any valid 
Amazon URL or ASIN and receive review-based legitimacy 
scores in less than 10 seconds. The user interface output 
revealed a legitimacy score, percentage of fake reviews, and 
unworthy review detection, and the top five product reviews 
for openness. 

The BERT model that was trained on labeled real and fake 
review datasets also performed well. As evident from the 
evaluation phase, the classifier had an F1-score of 0.79 in 
detecting malicious reviews and 0.56 in detecting unworthy 
reviews. Overall, the model had a macro average F1-score of 
0.68 across classes. The findings indicate that malicious 
reviews are detected very well, although perhaps more 
tuning is required to make the model more sensitive to 
ambiguous, unhelpful, or context-insufficient reviews that 
are labeled as "unworthy." 

But the review scraper in its existing form is open to an 
inherent bottleneck. The scraper.py module, built with 
Selenium and a headless Chrome driver, scrapes only the 
first page of reviews from the core product page. This is seen 
in the function _get_reviews_from_product_page, which loads 
the product page and scrapes all the elements with the 
.review class present at load time. It does not load the "See all 
reviews" link or dynamically scroll to load the paginated 
review material. As a result, the system will most likely 
process fewer than ten reviews, especially on newly 
introduced or low-volume products, and potentially skew the 
analysis and metrics. This bottleneck arises from the lack of 
logic for JavaScript-driven navigation, lazy loading, or user 
simulation via Selenium actions (e.g., review button clicks or 
scrolling). 

In commercial-grade scraper software, this limitation is 
typically avoided with premium tools such as Octoparse, 
BrightData, or ScrapeHero APIs. These are commercial tools 
with complete support for pagination, intelligent review 
scraping, IP rotation, and CAPTCHA solution, and hence 
enable more comprehensive data scraping. Although the 
current architecture avoids dependence on external APIs due 
to financial and educational considerations, future work can 
involve modular integration of such APIs as add-ons, for 
increased coverage and legitimacy estimation accuracy. 
Despite such limitations, the present prototype robustly 
illustrates the feasibility of integrating light-weight scraping 

with AI-based review classification towards identifying 
scams in internet marketplaces. Irrespective of the limitation 
of restricted review visibility, the system is able to identify 
inauthentic patterns of writing tone, copying, and reviewer 
actions suggestive of manipulation. We would further 
optimize the review retrieval pipeline, multilingual support, 
and metadata analysis (e.g., purchase verification signals), in 
order to significantly improve model input diversity and 
prediction robustness. 

V. FUTURE SCOPE 

Though the existing system shows good performance in 
scraping and analyzing Amazon reviews, there are a few 
areas of improvement. The most pressing improvement is 
extending the coverage of the scraper. Currently, the review 
extractor extracts only reviews presented on the first 
product page. Subsequent versions should make user 
interactions like clicking on the "See all reviews" link, dealing 
with pagination, or dynamic scrolling to expose JavaScript-
rendered elements a priority. This may be done with the aid 
of more sophisticated Selenium methods or migrating to 
headless browser test automation frameworks such as 
Playwright. 

Along with the enhancement of the scraper, model 
enhancement is another major avenue of investigation. The 
current classifier is only trained on English-language data 
sets. Supporting multilingual reviews would make the 
system more universal and relevant to international e-
commerce. Another interesting direction is to include 
reviewer metadata, like verified purchase or review 
helpfulness votes, as part of the model input features. 

The system would also gain from an admin-oriented 
dashboard that records history of past inferences, monitors 
risk trends per category, and provides manual labeling or 
model feedback. Lastly, including paid APIs in the backend in 
pluggable modules would provide a big boost to scalability 
and real-time dependability for production-level 
deployments. 

VI. CONCLUSION 

This research presents an AI-driven system that integrates 
web scraping and BERT-based classification to detect 
potential scams on e-commerce platforms, using Amazon as 
a case study. The prototype demonstrates how natural 
language processing can be effectively applied to product 
reviews for legitimacy scoring, providing end users with 
actionable insights before making a purchase. The system’s 
modular architecture—comprising a Selenium-based review 
scraper, a fine-tuned BERT model, and a Flask web 
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interface—enables efficient end-to-end analysis with 
minimal latency. 

Although the current implementation has limitations, such 
as restricted scraping depth and dataset coverage, the 
experimental results validate the approach as a practical and 
scalable solution. With improvements in data acquisition, 
multilingual support, and interface refinement, this 
framework has the potential to evolve into a comprehensive 
scam detection tool for modern online shopping 
environments. 
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