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Abstract— Code review is the methodical analysis of the 
source code for a software system. Among other advantages, 
it is meant to identify errors missed during the first stages of 
development, enhancing the overall quality of the program 
and lowering the possibility of problems. Reviews can take 
many different forms, including official inspections, casual 
walkthroughs, and pair programming. It has been discovered 
that code review speeds up and simplifies the software 
development process more than most other software 
development approaches. In this research, we provide a 
machine learning method for software system code reviews. 
This would facilitate quicker and more thorough evaluations 
of the code that was checked in. The viability of the suggested 
method is assessed using Eclipse, an open source system.[7], 
[6] 
 

Index Terms—Code Review, Software development process, 
Machine learning. 

I. INTRODUCTION 

Active software development is a series of modifications that 
improve the value of already-existing software by adding new 
features, removing old ones, improving the current 
implementation, organizing the code base according to best 
practices, and increasing scalability and robustness. All of the 
aforementioned actions run the risk of causing software 
system bugs. The code is typically peer-reviewed before 
being added to the code base in order to mitigate this risk. 
However, because peer review is a manual procedure, 
mistakes might happen. Errors can occur for a variety of 
human factors, such as unclear code, the reviewer's 
workload, domain knowledge, or a lack of a review deadline. 
Due to deadline constraints, it frequently occurs that code 
changes are submitted straight into the code base without 
first undergoing reviews. Therefore, there is a good chance 
that the code review will fall short. [10] 
 
Because there is no review, the defects can enter the software 
code base undetected. Usually, these flaws are discovered 
after they have already begun to exist. A developer is then 
tasked with fixing these. Fixing the bug usually requires the 
developer to reacquaint themselves with the code. In the 
process of developing software, this consumes a lot of time 

and resources. Additionally, because identifying the 
fundamental cause of a bug and fixing it at its source is 
typically a laborious and time-consuming process, the fix may 
only be temporary and the bug may resurface later. 
 
Check-ins are made often in large software systems with 
constantly shifting requirements. In these situations, there is 
a significant risk of introducing latent defects due to 
improper evaluation. This could then lead to numerous 
software problems and waste a significant amount of time 
and money on rework. To further explain the time required to 
identify the underlying cause of the issues and then address 
them in order to prevent future occurrences and preserve the 
software system's quality. The aforementioned defects would 
never have been able to enter the code base if the code 
modifications had been thoroughly examined before being 
committed. This would have saved a significant amount of 
resources and raised the standard of software systems 
overall. 
 
A supervised machine learning technique is suggested in 
combination with a version control system and a bug tracking 
system to address the aforementioned issue. A basic degree 
of code review will always be in place for any check-ins 
because of the automated machine learning technique, which 
lowers the chance that a problem will enter the code base 
unnoticed. Additionally, this code review might be used in 
conjunction with the human review process to help the 
human reviewers determine how much attention a code 
check-in requires. This would increase the efficiency of the 
entire review process, which would ultimately lead to higher-
quality software products. 
 
The remainder of the document is structured as follows: We 
provide an overview of the systems in section II. We then give 
a detailed discussion of the problem for which we intend to 
offer a solution in section? We next discuss possible fixes for 
the problem in part IV. We provide our response in section V. 
In section VI, we then discuss the results of the experiments. 
Section VII discusses the future scope, while Section VIII 
provides a conclusion. 

     International Research Journal of Engineering and Technology (IRJET)       e-ISSN: 2395-0056              Volume: 12 Issue: 06 | Jun 2025                              www.irjet.net                                                           p-ISSN: 2395-0072
 



  

© 2025, IRJET       |       Impact Factor value: 8.315       |       ISO 9001:2008 Certified Journal       |     Page 136 
 

II. OVERVIEW 

A. Code Review 

Code review is a methodical analysis that can identify and 
eliminate code flaws like buffer overflows and memory leaks. 
A code review enables one or more experts to examine code 
created by a different team member. Code reviews enable the 
computer code to be examined by a second set of eyes (and 
possibly a third and fourth set as well). [11] 

There are many potential benefits to this activity: 

Find bugs faster - Because he is assuming how things will 
happen and how the code will react, the original programmer 
frequently fails to detect flaws. In order to write the code in 
the first place, he had to make certain assumptions. Potential 
logical problems that the original programmer missed might 
be discovered by a second party who is not predicated on the 
same assumptions. Similarly, because the reviewer was too 
close, he can see syntax and other typical mistakes that the 
original author missed. 

Enforce construct standards - The code review can confirm 
that the organization's or team's standards and requirements 
were adhered to during the Construct Phase. 

Ensure sufficient documentation - The program's creator is 
aware of what the code accomplishes. No one else can see it 
that clearly. The review can guarantee that there are enough 
comments to ensure that the logic flow is also understandable 
to others. 

Cross-training - Others who did not write the programs may 
get better familiar with them thanks to the code review. 
Naturally, there are also clear-cut expenses. These can be 
divided into two categories. First, conducting code reviews 
requires time and effort. This covers both the time spent 
preparing and the time spent by all attendees during the 
conference. Secondly, hurt feelings may exist. When the team 
is at ease with code reviews, we are more receptive to 
challenges and helpful criticism. When we initially start, 
though, the code owner could get offended if someone 
questions his effort. 

B. Review Process 

The meaning of code reviews varies from person to person. 
For some, the entire team is going through the code line by 
line in a formal meeting with a projector. For some, it means 
having someone review the code before it is committed. The 
following provides a general summary of the same. 

Typically, developers utilize branches to apply bug fixes and 
new functionality. Developers ask for code reviews when the 
branches are prepared for testing. The code from these 
branches is examined by other team members. For every 
review, a list of problems is created and sent to the 
developers. To address concerns found, developers make 
more changes to the branches. After that, they submit the 
review again. After the branch's code review is accepted, it is 
merged into the main code base and put into production.[12] 

The overall process for code reviews is as follows: 

1) Writing code and requesting a review 
2) Reviewing code and submitting feedback 3) Fixing 
the discovered issues and finalizing the review 4) Merging 
the reviewed code with the code base. 
 

C. Review Tools 

There are many code review tools available but for the 
purpose of study in this paper we focus our attention on 
Gerrit. Gerrit is a web-based code review tool built on top of 
the git version control system. Gerrit is intended to provide a 
lightweight framework for reviewing every commit before it 
is accepted into the code base. Changes are uploaded to Gerrit 
but don’t actually become a part of the project until they have 
been reviewed and accepted. Gerrit makes it simple for all 
committers on a project to ensure that changes are checked 
over before they are actually applied. Gerrit is firstly a staging 
area where changes can be checked over before becoming a 
part of the code base. It is also an enabler for this review 
process, capturing notes and comments about the changes to 
enable discussion of the change. This is particularly useful 
with distributed teams where this conversation cannot 
happen face to face. 

III. CODE REVIEW PROBLEM 

Code reviews are effective because they provide an 
alternate perspective to a particular bit of code. These help 
prevent the chances of getting bad code into the system. But 
code reviews arent always perfect, and can often become 
problematic if they arent totally understood. There are a 
bunch of common problems that are being encountered 
during code reviews as outlined below. [13] 

A. Review Problems 

The process of code review often turns problematic 
because of the following main reasons: 

1) The impersonal nature of code reviews leads to tension 
and problems - Code reviews are almost always 
conducted via text communications between reviewer 
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and developer. Rarely do the two sit together and 
review code. This can result in communications 
challenges between the two parties. In particular, 
developers are protective of their work. A comment 
perceived as harsh by the developer can spell disaster 
and tension between the two parties. 

2) Code reviews devolve into nit-picking sessions - Its easy 
to descend into a situation where the code review 
process becomes a nit-picking process, focused on 
finding every little thing wrong with the code instead of 
improving the quality of the code and keeping out bad 
stuff. 

3) Requests for review are being missed and take 
days/weeks/months to be considered - Because the 
difference between a developer and a reviewer is 
usually only their relationship to a particular change 
proposal, possible reviewers often get busy and miss 
open patches. And so, review requests can go 
unanswered for weeks, or even months. This slows 
down development and wastes everybody’s  time. 

4) Code reviews are highly subjective based on who is doing 
the review - Often, developers review code differently 
from other developers. They have unique nits, different 
styles, and their own opinions. The same code can be 
held up by five different people for different reasons, 
and approved unchanged by a 6th. This is clearly sub-
optimal. 

B. Basic problem definition 

As the aforementioned section [citation] suggests, human 
error can play a significant role in the code review process. 
This includes nit-picking, missed deadlines, incorrect reviews, 
interpersonal friction, and more. We attempt to address this 
issue by implementing a machine learning-based automated 
method for code reviews. By doing this, human error would 
be eliminated, and a basic level of code review would be 
provided effectively using a model created using previous bug 
and review history. We currently suggest a two-phase 
solution in which the machine learning system reviews the 
code required and the human agents review it optionally. For 
human agents, the required review acts as a gauge of the 
seriousness of a code review. Future developments in the 
system and machine learning model will allow us to fully 
eliminate the optional review cycle. 

 C. Generic Challenges 

The creation of a labeled dataset that could be utilized for 
model building was one of the primary problems of this work. 
Information about bugs is not included in version control 

systems (git). Additionally, check-in information is not 
included in Bugzilla's bug tracking systems. As a result, there 
is an intrinsic gap between the commit and bug data. Since 
there isn't a direct mapping between the two, we must use 
secondary methods and procedures to get the same. 

The labels of the original training data set were then 
determined using version control system (git) log messages. 
However, it was discovered that the log messages were 
inconsistent. Many of the communications were one-liners or 
were non descriptive. Consequently, creating a tagged 
training dataset became a challenging task. 

Additionally, searching the version control system to retrieve 
the required data presented some difficulties. To complete 
the work, custom scripts have to be written. 

IV. POTENTIAL SOLUTIONS 

The methods that could be employed to address the issue of 
code review in software systems are described in this section. 
The primary distinction is the kind of data that was used to 
create the model. Depending on the kind of data being used, 
several algorithms can be applied. Among the algorithms we 
experimented with were: Nave Bayes, Maximum Entropy, 
Decision Trees, and Support Vector Machines are the first 
four methods. 

A. Prediction using Time-series Data 

As explained below [citation], we can construct a model 
based on the time-series data of commits and the associated 
labels, such as "buggy" or "clean." This can be used to display 
a trend regarding the hours, days of the week, or months 
when the most problematic commits were made in the 
version control system. We can forecast any incoming check-
in for flaws using this knowledge. 

B. Prediction using Categorical Data 

As explained below, we can construct a model using 
categorical data and the labels "buggy" and "clean." The 
author or committer of the modification, the change branch, 
etc., are examples of categorical data. Trends related to a 
category are best captured by this data. Consider an author 
who frequently makes buggy commits. or a branch with many 
bug-filled commits and sophisticated functionality. We can 
estimate the likelihood that a new check-in will be buggy 
based on the information given. 

C. Prediction using Numerical Data 

Using numerical data and the appropriate labels, "buggy" or 
"clean," as explained below, we can create a model. The size 
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of the log message, the frequency of a specific term occurring 
in the log message, or the number of times a file has been 
modified [citation] are examples of numerical data. Trends 
can be identified and the label of a new check-in can be 
predicted using this data. 

D. Prediction using Textual Data 

As explained below, we can create a model utilizing textual 
data and the labels "buggy" and "clean." Textual data can 
include information such as code snippets that have been 
added or removed. The change each check-in per file is 
captured by this data. As a result, it can serve as a marker to 
determine whether a check-in is clean or buggy. 

V. PROPOSED APPROACH 

As previously said, a machine learning model might develop 
based on the kind of data that is utilized. We plan to use the 
following kinds of data in this paper: 

1) Numeric data 
2) Categorical Data 
3) Textual Data 

Using the various data types, we construct a distinct classifier. 
As explained later in the section, we next use probability 
summation to merge the models. 

A. Dataset Labeling 

We have classified the check-ins in the code base as either 
"clean" or "buggy," referring to the white paper on repair 
triggering modifications [citation] for software systems. 
Commit id and filename were labeled in such a way that they 
were regarded as a unique combination. The version control 
system (git) and the bug tracking system (Bugzilla) were used 
to mark all of these combinations. It is presumed that a bug 
was resolved in a single commit in this case. Additionally, the 
quality of the commit message that was in the system had a 
significant impact on the labeling. 
 [1] 

B. Feature Engineering 

The methods that have been employed to create appropriate 
features for machine learning model training are highlighted 
in this section. 

Following are the techniques that has been applied for the 
task: 

Data Scraping: As previously mentioned, the commit id and 
filename combination was regarded as a unique key for every 
data row. For each of these distinct combinations, the 

identical data was taken from the version control system (git) 
[citation]. This data came in a variety of formats. Some were 
categories, some were timestamps, some were text, and some 
were numbers. An initial raw dataset was created by 
extracting all of the pertinent data. [26] 

Feature Selection: We have utilized the following fields as 
features for a unique combination of commit id and filename, 
based on the information stored in the version control system 
(git) for a certain commit: [20] 

• File Name: The file modified in the commit;  
• File Parent: The file's file system hierarchy; 
• Revision: The version control system's commit id  
• Type: The kind of modification made to the commit (e.g., 
added, modified, deleted, renamed, etc.)  
• Branch Name: The name of the branch where the 
modification was implemented.  
• Tag Name: The tag's name.  
• Additional text The source code was added to the file's 
commit; the text was removed. The source code was removed 
from the file commit.  
• Lines added: The quantity of lines added to the commit in 
the file; • Lines deleted: The quantity of lines removed from 
the commit in the file  
• Length of message The commit message's length. 
• The number of bugs The frequency with which the word 
"bug" occurs in the commit message  
Fix Count: The frequency with which a word fix occurs in the 
commit message 
• Feature Count: How many times a feature word occurs in 
the commit message  
The update count indicates how many times the term update 
occurs in the commit message.  
• Committer Id The change's committer's name.  
• Author Id The change's creator's name.  
• Day of the week: The day on which the modification was 
made  
• The time of day The time of day that the modification was 
made  
• Times modified: This indicates how many times a file was 
altered before the most recent commit.  
• Label The label (clean/buggy) applied to the modified file in 
a commit 

 

C. Data Pre-processing 

Unreliable data collection techniques frequently lead to 
missing numbers, out-of-range values (like Income: -100), 
and implausible data combinations (like Sex: Male, Pregnant: 
Yes). Results from data analysis that has not been thoroughly 
checked for these issues may be deceptive. Therefore, before 
doing an analysis, the quality and representation of the data 
should come first. 
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During the training phase, knowledge discovery is more 
challenging if there is duplicate and irrelevant information or 
noisy and untrustworthy data. Cleaning, normalization, 
transformation, feature extraction, and selection are all 
examples of data pre-processing. The final training set is the 
result of preparing the data. 

Following are the techniques that has been applied on the 
raw dataset for data pre-processing: 

1) Imputing values: The technique of substituting values for 
missing data is known as imputation. Imputation is viewed as 
a means of avoiding the difficulties associated with list-wise 
deletion of cases that contain missing values, as missing data 
might present issues for data analysis. By substituting an 
approximated value based on other available information for 
missing data, imputation maintains all cases. 

Missing or inaccurate data can be found in some of the raw 
data rows that were extracted above. For instance, a numeric 
field with a text value, like "Number of lines added," or a 
categorical field with a NULL value, like "Type," or a time-
stamp field with a NULL value, etc. Since these fields reflect 
erroneous data rows, they needed to be addressed. 

Following are the ways by which such data values were 
handled: 

1) Drop the rows that include these erroneous values to 
ignore them. 
 
2) Use the mean, median, or mode of the existing values for 
the same column to fill in the missing values. In our 
investigation, we employed both methods. 

2)Normalizing Values: The raw data has a wide variety of 
numerical values. This is problematic because without 
normalization, objective functions in certain machine 
learning algorithms would not perform correctly. For 
instance, most classifiers use the Euclidean distance to 
determine the separation between two points. In the event 
that a feature has a wide range of values, that feature will 
control the distance. In order for each feature to contribute 
about equally to the final distance, the range of all 
characteristics should be standardized. In our investigation, 
the raw data's numerical values were normalized using the 
Min-Max scaler. 

3)Label Encoding Values: A technique called label encoding 
aids in normalizing labels for categorical data so that they 
only include values within the range of potential unique class 
values. The categorical data is encoded using the numbers 
that are assigned to the distinct class values. 

4)Vectorizing values: Using the Bag of Words technique, 
vectorization is a method that aids in converting textual data 
into numerical format. For our investigation, we have 
employed TFIDF vectorization. A numerical metric called 
TFIDF (term frequency -inverse document frequency) is used 
to show how significant a word is to a document inside a 
corpus or collection. It is frequently applied as a weighting 
factor in text mining and information retrieval. The frequency 
of the term in the corpus helps to compensate for the fact that 
some words appear more frequently overall, yet the TFIDF 
value rises proportionately to the number of times a word 
appears in the document. 

To prepare the raw dataset for feature extraction, 
preprocessing was applied to its textual columns. The 
preprocessing steps that were used are listed below: 

1)Elimination of unnecessary areas taking the spaces out of 
the feature text. 

2)Words from the Camel Case Breaking Typically, file names 
are composed of various words and written in camel case. 
The name's individual words were all broken down. 

D. Dimensionality Reduction 

It is the process of establishing a collection of "uncorrelated" 
primary variables in order to reduce the number of random 
variables under consideration. It is separated into two 
categories: feature extraction and feature selection. After 
extracting dimensionality features using Principal 
Component Analysis, we selected features using Select 
Percentile. 

E. Solution Approach 

The dataset we produced included a variety of data types that 
can be broadly divided into three groups, as stated in section 
[citation]: 1) Textual, 2) Numerical, and 3) Categorical 

We created distinct models for every kind of data category, 
and the output was predicted by combining the output of the 
three classifiers that were produced. Data scraping and 
imputation were part of the first step. The models that 
followed were then produced: 

1)Numeric Model – To standardize the data points, the min-
max scaler was used to scale the numerical values. The data 
was then used to train a classifier, which produced a 
numerical model. 

2)Textual Model - The camel case text fields were separated. 
The data was then vectorized using the TFIDF method and 
Bag of Words [citation]. After undergoing the previously 
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described Principal Component Analysis and Feature 
Selection processes, it was utilized to train a classifier. 

 
3)Categorical Model – Label Encoding techniques were used 
to encode the categorical values. A classifier was then trained 
using this data to produce a categorical model. 

The aforementioned features [citation] were then extracted 
for each new check-in and utilized to obtain a probability 
prediction from each of the three classifiers. The probability 
distribution of the buggy and clean classes is obtained here 
from each of the three classifiers. Then, using weighted 
probabilities—where the weights for model probabilities 
were proportionate to the number of characteristics 
(columns) utilized for model generation—we aggregate these 
output probabilities from the three models. The final 
prediction label is then determined using the final probability 
so generated. 

F. Comparison Metrics 

Multi-class classification is used to classify the bug reports 
(data points) into the specified categories, and precision and 
recall scores are then used to assess the classifier's 
performance. [23], [24] 

• A measure of outcome relevancy is precision. The number 
of true positives (tp) divided by the sum of the true positives 
(tp) and false positives (fp) is known as precision (P). 

 P = tp/(tp+fp) (1) 

• The number of results that are genuinely relevant is known 
as recall. The number of true positives (tp) divided by the 
sum of the true positives and false negatives (fn) is known as 
recall (R). 
 
 R = tp/(tp+fn) (2) 

The harmonic mean of precision and recall is known as the 
F1-score. 
 
                               F1 = 2∗(P ∗R)/(P +R)                    (3) 

VI. EXPERIMENTS 

As previously stated, we experimented with the Semi-
Supervised and Unsupervised + Supervised approaches. We 
experimented with various algorithms and evaluated 
accuracy in relation to the metrics. The results and a 
description of the experiments are given below. 

Following are the results that has been obtained for various 
classifiers in tables I, II, III, IV. 

TABLE I 
NAIVE BAYES 

 

Labels Precision Recall 

Clean 0.44 0.56 

Buggy 0.25 0.37 

avg / 
total 

0.83 0.67 

 
TABLE II 

MAXIMUM ENTROPY 
 

Labels Precision Recall 

Clean 0.44 0.56 

Buggy 0.25 0.37 

avg / 
total 

0.83 0.67 

 
TABLE III 

DECISION TREE 
 

Labels Precision Recall 

Clean 0.44 0.56 

Buggy 0.25 0.37 

avg / 
total 

0.83 0.67 

 
TABLE IV 

SUPPORT VECTOR MACHINES - (SEMI-SUPERVISED 
APPROACH) 

 

Labels Precision Recall 

Clean 0.44 0.56 

Buggy 0.25 0.37 

avg / 
total 

0.83 0.67 

 
VII. FUTURE SCOPE 

Log messages found in the version control system (git) were 
the primary determinant of whether the current dataset was 
classified as "clean" or "buggy." A direct mapping between the 
version control system and a bug tracking system (such as 
Bugzilla) can enhance this procedure. It is possible to lessen 
the dependence on the caliber of log messages in version 
control. 

Additionally, we have utilized a restricted set of features per 
commit per file in the aforementioned method. More direct or 
indirect features that can be used for classification can be 
added to this feature set. The characteristics that can be 
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retrieved straight from the version control system are 
referred to as direct features in this context, whereas the 
features that require synthesis are referred to as indirect 
features. The coding complexity of the source code included 
in the commit could be one instance of an indirect feature. 

Depending on the situation, this method can be tested with a 
variety of classifiers to select from for accuracy, precision, 
and recall. Such sophisticated methods may likewise be 
applied in the future to totally remove the uncertainties of the 
human review cycle. 

VIII. CONCLUSION 

This paper's primary goal was to suggest an automated 
machine learning method for software systems' code review 
cycle. This would give the review an additional level of 
scrutiny and act as a gauge for the human reviewers' level of 
focus. In order to effectively transfer the bug database (in this 
case, Bugzilla) to the version control database (in this case, 
Git), we also suggest making greater use of bug tracking tools. 
Based on the commit message in git, we classified the code 
base check-ins as either "clean" or "buggy" in this study. After 
that, a classifier was trained using the features that were 
taken from the version control system (in this case, git). The 
fresh check-ins made to the code base were then reviewed by 
this classifier, which produced study results that were 
feasible. 

A. Limitation of our approach 

Using the algorithm described here [cite], we classified the 
code check-in as either "clean" or "buggy." If the bug tracking 
system (git) and the code base (Bugzilla) were directly 
mapped using a field, such as branch name or commit id, this 
procedure might be strengthened. This would enhance both 
the classifier's performance and the overall quality of the 
software system. 

B. Feasibility of the approach 

Despite the lack of a properly labeled dataset at the 
beginning, we were able to use machine learning techniques 
to generate significant results. Based on git commit messages, 
we were able to identify a new check-in as either clean or 
buggy. 
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