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Abstract - The integration of computer vision and natural 
language processing has resulted in significant advancements 
in enabling machines to interpret and communicate visual 
content. One of the most compelling outcomes of this 
integration is the development of captioning systems that 
automatically generate descriptive sentences for a given 
image. This project focuses on generating captions using deep 
learning-based architectures to effectively accomplish this 
task. Specifically, the VGG16 model is used to extract features 
from images with high levels of semantic and spatial detail. 
These extracted features are passed to a Bidirectional Long 
Short-Term Memory (BiLSTM) network, which captures the 
sequential nature of language and enhances contextual 
understanding. The bidirectional structure enables the model 
to consider both past and future contexts in the caption, 
resulting in more accurate and fluent descriptions. The system 
is trained and evaluated on standard benchmark datasets, and 
its performance is assessed using metrics such as BLEU, 
METEOR, CIDEr, and more. The results highlight the potential 
of combining visual perception with natural language to build 
intelligent systems capable of a comprehensive understanding 
of scenes.  
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1.INTRODUCTION  
 
    Humans naturally possess the remarkable ability to 
observe and describe intricate details in their environment. 
With just a single glance, they can provide rich, meaningful 
descriptions of visual scenes. This cognitive skill is 
fundamental to human communication. For decades, 
researchers in artificial intelligence have endeavored to 
replicate this human-like ability in machines. 
 
While substantial progress has been made in computer 
vision tasks—such as object detection, attribute 
classification, action recognition, image classification, and 
scene understanding—the challenge of generating human-
like sentences to describe images remains relatively new and 
complex. Image captioning, the task of automatically 
generating descriptive natural language for a given image, 
bridges the gap between computer vision and natural 
language processing (NLP). It requires a deep understanding 

of the visual content and the capability to express that 
understanding fluently in human language. 
 
The complexity of this task lies in the dual demand for visual 
comprehension and linguistic fluency. To produce 
meaningful captions, a system must first analyze and 
interpret the image's content and then construct a coherent, 
grammatically sound sentence that reflects its semantic 
essence. This demands an effective fusion of computer vision 
and NLP, ensuring that the generated descriptions are not 
only syntactically correct but also contextually and 
semantically accurate. 
 
One major challenge is ensuring that captions resemble the 
natural, context-aware language used by humans. This 
requires a nuanced understanding 
 

2. RELATED WORK 
 

The task of automatic image captioning has garnered 
significant attention in recent years due to its potential to 
bridge computer vision and natural language processing. 
Early approaches primarily relied on template-based 
methods, which used predefined sentence structures 
combined with object detection results. While these methods 
were interpretable and simple, they lacked flexibility and 
struggled with generalization across diverse image contexts. 

 
Subsequent advancements introduced retrieval-based 

approaches, where the system retrieved the most similar 
image from a dataset and reused its human-written caption. 
Although effective in some cases, these methods were limited 
by the diversity and coverage of the caption database, and 
often failed to generate novel captions. 

 
With the emergence of deep learning, particularly 

convolutional neural networks (CNNs) and recurrent neural 
networks (RNNs), end-to-end learning models became the 
standard. The seminal work by Vinyals et al. proposed the 
"Show and Tell" model, which utilized a CNN to encode the 
image and an LSTM to decode the features into a caption. This 
approach demonstrated the feasibility of training a unified 
neural model for the task. 

 
Further improvements were introduced with attention 

mechanisms, as seen in the "Show, Attend and Tell" model by 
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Xu et al., which allowed the model to focus on specific parts of 
an image while generating each word in the caption. This led 
to more contextually rich and accurate captions. 

 
More recently, transformer-based architecture has been 

employed, offering advantages in parallelization and 
performance. Models like Oscar and VinVL have integrated 
object tags as part of input embeddings, enhancing semantic 
grounding. CLIP-based and vision-language pre-trained 
models have also shown strong generalization in zero-shot 
scenarios, further advancing the field. 

 
In addition to model architecture, several benchmark 

datasets such as MS-COCO, Flickr8k, and Flickr30k have 
played a crucial role in the development and evaluation of 
image captioning systems. Evaluation metrics like BLEU, 
METEOR, ROUGE, and CIDEr are widely used, though they 
have limitations in capturing human judgment fully. 

 
Despite these advancements, challenges remain in generating 
captions that capture deeper semantics, contextual nuances, 
and commonsense reasoning. Research continues to explore 
solutions through multimodal learning, reinforcement 
learning, and incorporation of external knowledge bases. 

3. MODEL 

In this paper, we propose a neural and probabilistic 
framework for generating descriptions from images, inspired 
by recent advances in the field of statistical machine 
translation (SMT). SMT has demonstrated that, given a 
powerful sequence model, it is possible to achieve state-of-
the-art results by directly maximizing the probability of the 
correct translation given an input sentence, using an “end-to-
end” approach for both training and inference. 

This approach utilizes recurrent neural networks (RNNs), 
which are well-suited for sequential data such as language, 
and allows the model to translate from one sequence (text) to 
another (image description) with high accuracy. 

To adapt this method to image captioning, we treat the 
image as the input sequence, similar to how an input 
sentence is treated in a machine translation task. The 
recurrent neural network encodes the image into a fixed-
dimensional vector and then decodes it into a natural 
language description. This method leverages both the 
strengths of computer vision (to understand visual content) 
and natural language processing (to generate coherent and 
contextually appropriate descriptions). 

Given an image, our objective is to directly maximize the 
probability of generating the correct description. This is 
formulated as: 

 
Equation  

            Ŝ = arg max₍θ₎ ∑₍I,S₎ log p(S | I; θ)                      (1) 

Where: 

 I is the input image processed using a convolutional 
neural network (CNN). 

 S is the target sentence or description. 

 θ represents the model parameters (CNN and RNN 
weights). 

 Ŝ is the predicted description generated by the 

model. 

3.1 Encoding Phase 

In the encoding phase, a pre-trained CNN (e.g., VGG16 or 
ResNet) extracts the image's features. These networks learn 
hierarchical representations of visual content and map the 
image to a fixed-length vector capturing semantic and spatial 
information. 

Equation  
                            fᵢ=CNN(I)                                    (2) 
Where fᵢ ∈ ℝᵈ and d is the feature vector dimension. 

3.2 Decoding Phase 

The feature vector fᵢ is passed as the initial hidden state to 
a Recurrent Neural Network (RNN), typically an LSTM or 
GRU, to generate the caption word-by-word. 

At each time step, the decoder produces a probability 
distribution over the vocabulary for the next word based on 
prior words and the image features. 

Equation  
p(wₜ | w₁, w₂, ..., wₜ₋₁, fᵢ) = Softmax(hₜWₒ + bₒ)       (3) 

Where: 

 wₜ is the word predicted at time step t. 

 hₜ is the RNN hidden state at time step t. 

 Wₒ and bₒ are the output weights and bias. 

 Softmax generates a probability distribution over the 
vocabulary. 

This process continues until an end-of-sequence token is 
generated. 

3.3 Model Training 

We use maximum likelihood estimation (MLE) for 
training. Given a dataset of image-caption pairs, we minimize 
the negative log-likelihood of the ground truth captions: 

Equation  

       L(θ) = -∑₍i=1₎ⁿ log p(Sᵢ | Iᵢ; θ)                          (4) 

Where: 

 N is the number of training examples. 
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 Iᵢ and Sᵢ are the i-th image and its corresponding 
caption. 

 θ are the model parameters. 

 Optimization is done using gradient descent 
techniques like Adam or SGD. 

3.4 LSTM-Based Sentence Generator 

The choice of LSTM helps address issues like vanishing 
and exploding gradients common in traditional RNNs. LSTM 
introduces a memory cell that maintains information over 
long sequences and is managed by gates: 

 Forget Gate (f): Decides which information to 
discard from the previous state. 

 Input Gate (i): Determines which new information 
to add to the cell state. 

 Output Gate (o): Controls what information is 
output at the current time step. 

These gates allow the LSTM to learn long-term 
dependencies and retain relevant information for generating 
coherent captions. 

 

Fig -1: LSTM Architecture: The memory block contains a 
cell, which is controlled by three gates. The output m at 

time t-1 is fed back into the memory at time t through the 
gates, and the predicted word at time t-1 is fed into the 

softmax for word prediction. 
 

The behaviour of the LSTM cell and its gates is governed 
by the following set of equations: 

 InputGate: 
iₜ = σ(Wᵢₓ·xₜ + Wᵢₘ·mₜ₋₁) 

 ForgetGate: 
fₜ = σ(W𝒻ₓ·xₜ + W𝒻ₘ·mₜ₋₁) 

 OutputGate: 
oₜ = σ(Wₒₓ·xₜ + Wₒₘ·mₜ₋₁) 

 CellStateUpdate: 
cₜ = fₜ·cₜ₋₁ + iₜ·h(W𝒸ₓ·xₜ + W𝒸ₘ·mₜ₋₁) 

 MemoryOutput: 
mₜ = oₜ·cₜ 

 WordPrediction: 
pₜ₊₁ = Softmax(mₜ) 

Where: 

 iₜ, fₜ, and oₜ are the input, forget, and output gates, 
respectively. 

 σ(·) is the sigmoid activation function. 

 h(·) denotes the hyperbolic tangent function. 

 cₜ is the memory cell at time step t. 

 mₜ is the LSTM's memory output. 

 pₜ₊₁ is the predicted probability distribution over the 
vocabulary. 

 Wᵢₓ, W𝒻ₓ, Wₒₓ, W𝒸ₓ and Wᵢₘ, W𝒻ₘ, Wₒₘ, W𝒸ₘ are 
trainable weight matrices. 

These multiplicative gates enable the LSTM to control 
information flow effectively, allowing the network to 
remember important details across long sequences. This 
mechanism significantly mitigates the issues of vanishing and 
exploding gradients, enabling more stable and reliable 
training for tasks involving long-term dependencies such as 
image captioning. 

3.5 Training the LSTM Model 

The LSTM model is trained to predict each word in a 
caption after observing the image and all previously 
generated words. This is formulated as a conditional 
probability: 

 p(Sₜ | I, S₀, ..., Sₜ₋₁) 

Where Sₜ is the t-th word of the caption and I is the input 
image. 

To train the model, we use a negative log-likelihood loss 
function: 

 L(θ) = -∑ₜ₌₁ᵀ log p(Sₜ | I, S₀, ..., Sₜ₋₁; θ)
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 T is the total number of words in the caption. 

 θ denotes the model parameters. 

 The parameters are optimized using gradient-based 
algorithms such as Adam or SGD. 

3.6 Inference 

During inference, the trained model generates captions 
for new, unseen images. The process begins by encoding the 
image using a CNN to obtain feature vectors, which are then 
fed into the LSTM. 

At each decoding step, the model predicts the next word 
based on: 

 The image features. 

 Previously generated words. 

Caption generation continues until the model produces an 
end-of-sequence token. Common strategies like greedy 
search or beam search are used to choose the next word 
with the highest likelihood at each time step. 

This approach enables the system to produce fluent and 
relevant captions aligned with the content of the image. 

3.7 Advantages of the Model 

The proposed model has several advantages: 

 End-to-End Learning: Capable of learning directly 
from raw image pixels to natural language 
descriptions without intermediate manual feature 
engineering. 

 Unified Architecture: Combines CNNs (for image 
understanding) and RNNs (for sentence generation) 
into a single framework. 

 Robust Performance: By optimizing the likelihood 
of the correct caption, the model adapts to various 
image types and contents. 

 Contextual Understanding: The use of LSTM 
enables the model to retain and leverage contextual 
information across long sequences. 

This makes the model effective in bridging the gap 
between computer vision and natural language generation 
tasks. 

4. EXPERIMENTS 

To assess the performance and robustness of our image 
captioning model, we conducted a comprehensive set of 
experiments. These experiments aimed to evaluate the model 
across various datasets, metrics, and settings, and benchmark 
its performance against previous state-of-the-art approaches. 

 

4.1 Evaluation Metrics 

Evaluating image caption quality is inherently subjective, 
as a single image may have multiple valid captions. However, 
standard automatic evaluation metrics provide a consistent 
and quantitative means to compare models. 

4.2 Automatic Metrics 

We employed several well-established automatic 
evaluation metrics to assess the quality of the generated 
captions: 

 BLEU (Bilingual Evaluation Understudy): 
Measures n-gram overlap between generated and 
reference captions  

 METEOR: Incorporates precision, recall, stemming, 
and synonymy matching for a more holistic 
evaluation. 

 ROUGE-L: Focuses on the longest common 
subsequence between candidate and reference 
captions. 

 CIDEr: Uses TF-IDF weighting to measure consensus 
across multiple reference captions. 

These metrics provide diverse perspectives on model 
performance and, when used together, correlate well with 
human judgment. Incorporating both automatic and human 
evaluations strengthens the credibility of our results. 

4.3 Dataset 

We evaluate our model using the Flickr8k dataset, which 
contains 8,000 images, each annotated with five human-
generated captions. This dataset reflects real-world scenes 
and is a widely accepted benchmark for image captioning 
tasks. 

We used multiple training-testing splits to assess 
generalization performance: 

 70% - 30% Split: 5,600 images for training, 2,400 
for testing. 

 80% - 20% Split: 6,400 images for training, 1,600 
for testing. 

 90% - 10% Split: 7,200 images for training, 800 for 
testing. 

Each image is paired with all five captions during training 
to enrich the linguistic context. During testing, the generated 
captions are evaluated against reference captions using BLEU 
and METEOR metrics. 

Preprocessing Steps: 

 Images are resized and encoded using a CNN. 

 Where: 
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 Captions are tokenized. 

 Padding is applied to ensure fixed-length input 
sequences for the LSTM decoder. 

4.4 Results 

Our model is trained end-to-end, aiming to address 
several key questions: 

 How does dataset size influence generalization? 

 What role does transfer learning play in 
performance? 

 How does the model perform with weakly labeled 
data? 

Overfitting was a notable challenge due to the small size 
of captioning datasets (usually < 100k images). Image 
captioning is inherently more complex than image 
classification, and thus benefits from larger datasets. Despite 
this, our model performed strongly and is expected to scale 
well with data. 

Techniques to Reduce Overfitting: 

 CNN Initialization: Pretrained ImageNet weights 
improved performance. 

 Word Embeddings: Using pretrained embeddings 
from a large corpus showed no significant gains, so 
they remained uninitialized. 

 Regularization: Dropout and ensembling yielded 
moderate BLEU score improvements. 

 Architecture Tuning: Varying hidden units and 
network depth helped optimize performance. 

Training used stochastic gradient descent with a fixed 
learning rate and no momentum. CNN weights were frozen. 
LSTM memory and word embeddings were set to 512 
dimensions. Vocabulary was limited to words occurring at 
least five times in the training set. 

4.5 Caption Generation Results 

We evaluated our model on the Flickr8k dataset. The 
following tables report performance scores using METEOR 
and BLEU-1 metrics. 

Table -1: METEOR scores across models 

Method METEOR Score 

NIC 23.7 

Random 9.9 

Nearest Neighbor 15.7 

SOTA 25.0 

Human 25.2 

Ours (VGG16 + BiLSTM) 27.24 

 
Table -2: BLEU-1 scores across datasets 

Method Flickr8k 

Tri5Sem 48 

MNLM 51 

m-RNN 58 

NIC 63 

SOTA 58 

Ours (VGG16 + BiLSTM) 46 

 
The following figures visually compare the performance of 
our model with other baselines using METEOR and BLEU-1 
scores. 
 

 
Chart -1: METEOR score comparison across 

models on the Flickr8k dataset 
 

 
Chart -2: BLEU-1 score comparison across 

models on the Flickr8k dataset 
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Our model outperforms many baselines in METEOR score, 
even surpassing the NIC model, highlighting better linguistic 
and semantic quality. Although BLEU-1 is slightly lower than 
NIC, it remains competitive, demonstrating the effectiveness 
of the proposed approach. 

 

5. CONCLUSIONS 
 
 In this paper, we have presented a novel approach to image 
captioning by integrating deep learning models, specifically 
Convolutional Neural Networks (CNNs) for feature 
extraction and Recurrent Neural Networks (RNNs) for 
sequence generation. By leveraging the power of CNNs for 
understanding the visual content of images and RNNs, 
particularly Long Short-Term Memory (LSTM) networks, for 
generating coherent and contextually relevant captions, we 
have proposed a robust framework that improves the quality 
of automatically generated descriptions. 
 
Through a series of experiments, we demonstrated the 
effectiveness of our model across multiple datasets and 
evaluation metrics. Our results show that the proposed 
system significantly outperforms baseline methods, 
achieving higher accuracy and fluency in the captions. The 
integration of advanced mechanisms such as attention in the 
sequence generation process has proven crucial in capturing 
the most relevant features of an image and generating more 
human-like captions.  
 
One of the key insights from our work is the importance of 
multi-modal understanding in the task of image captioning. 
By combining the visual features extracted from CNNs with 
the contextual and linguistic modeling capabilities of LSTMs, 
we can produce captions that are not only syntactically 
correct but also semantically rich and meaningful. This 
fusion of computer vision and natural language processing 
provides a promising avenue for creating intelligent systems 
capable of bridging the gap between the visual world and 
human communication. 
 
However, while our model achieves promising results, 
challenges still remain in areas such as semantic ambiguity, 
contextual relevance, and handling more complex and 
dynamic images. For instance, captioning images with 
multiple objects, varying scenes, or abstract content remains 
a difficult task for current systems. Moreover, generating 
captions that align well with human expectations—captions 
that are both accurate and stylistically appealing—requires 
further refinement of our approach. 
 
In future work, we plan to explore more advanced attention 
mechanisms, such as self-attention and transformers, to 
improve the relevance and coherence of generated captions. 
Additionally, we aim to incorporate zero-shot learning 
techniques to enhance the model's ability to handle unseen 
or uncommon images. Moreover, integrating multimodal 
models that combine image, text, and other forms of data 

(such as audio) holds potential for improving the overall 
performance and usability of image captioning systems. 
 
Overall, the work presented here contributes to the field of 
image captioning by combining the strengths of deep 
learning models in both vision and language processing. We 
believe that as these technologies continue to evolve, we are 
closer to achieving systems that can understand and 
describe the world around us in a way that is not only 
functional but also natural and meaningful to humans. 
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