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Abstract - Legal research is a critical task for lawyers and 
researchers, but it can often be slow and inefficient. 
Traditional methods rely heavily on manual effort and static 
databases, which can make it hard to find accurate and up-
to-date information. As legal data continues to grow in 
volume and complexity, there is a need for smarter solutions 
that make this process faster and more reliable.  

This paper introduces Legalize: LLM Agent for Legal Web 
Research, a system designed to solve these challenges. The 
project combines Large Language Models (LLMs) for 
understanding natural language queries, SerpAPI for 
retrieving real-time legal information from the web, and a 
Telegram Bot for a user-friendly way to interact with the 
system. Web scraping, combined with smart filtering and 
language models, enables precise and efficient legal research 
by automatically collecting and processing relevant legal 
data.  Together, these technologies help users submit legal 
queries, find relevant results, and get clear, actionable 
insights.  

The system has been tested thoroughly and has shown that it 
can reduce search time, improve accuracy, and make legal 
research more productive. While it addresses many existing 
problems, it also has some limitations, such as dependency 
on external APIs and platform constraints. This paper 
discusses how Legalize bridges the gap between traditional 
methods and modern technology, offering a solution that is 
both practical and efficient for the legal community.  

Key  Words:  Legal  Research  Automation,  Large  
Language  Models  (LLMs),  SerpAPI  Integration,  
Telegram Bot Interface, Real-Time Data Retrieval  

1.INTRODUCTION   

In order to prepare cases, formulate policies, and 
understand the law, legal research is essential for decision-
making in the legal field [7]. The need for more intelligent, 
quick, and efficient solutions is highlighted by the 
slowness, error-proneness, and inefficiency of existing 
approaches that rely on manual labor and antiquated 
databases [2].  

The challenges of traditional legal research, including 
disorganized data, outdated resources, and a lack of 

intelligent tools, are the reason for the need for a platform 
such as Legalize [7]. These difficulties delay the availability 
of accurate, relevant data, which influences crucial 
decisions. Automated tools like Legalize address these 
problems by quickly locating pertinent, tailored data to 
meet specifications.  

The primary goal of Legalize is to simplify legal research by 
automating the retrieval and analysis of legal information.It 
integrates intelligent technology to adjust to user needs 
while providing attorneys, students, and educators with a 
quick and precise tool. Legalize frees up users to 
concentrate on more important things by cutting down on 
research time and effort.  

Lawyers are not the only users of the system. It has been 
created to be helpful in a variety of contexts, including 
aiding legal companies in case preparation, helping 
students with their coursework, or helping legislators 
develop legislation. Because of its adaptable nature, it can 
manage a variety of legal issues and adjust to various 
jurisdictions. It might become even more adaptable in the 
future by adding new features like multilingual support or 
interaction with local law databases [7].  

Legalize improves legal research by using Large Language 
Models (LLMs) that understand natural language, allowing 
users to ask questions naturally instead of relying on 
specific keywords.[1]. Second, SerpAPI [8] ensures 
correctness and relevance by retrieving real-time legal data 
from reliable web sources [8]. Last but not least, a 
Telegram Bot interface [9] offers an easy-to-use platform.  

Legalize has several difficulties, such as relying on tools 
with limitations and restrictions like SerpAPI [8] and 
Telegram [9]. But these drawbacks are greatly outweighed 
by its advantages. It can develop into a vital tool for legal 
research with improvements like more data and intelligent 
queries. The goal of these upgrades is to increase system 
dependability and user experience.  

Legalize facilitates legal research by fusing cutting-edge 
technologies with an intuitive interface [6].It opens the 
door to a bright future where legal knowledge is 
individualized, effective, and easily accessible by bridging 
the gap between conventional approaches and 
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contemporary solutions. This paper summarizes relevant 
research, describes the system's architecture, presents 
findings, and concludes with future directions.  

2. LITERATURE REVIEW  

After extensive research, the authors concluded that legal 
language is highly country-specific and conforms to 
legislation ([1]). Since general LLMs are not trained in 
specialized domains, this presents a significant challenge 
for them. Results show that open LLMs typically perform 
better than closed LLMs. A specialized web crawler was 
created specifically for this purpose, and an Open LLM 
model, Llama 3.1 [10]–8B, was adjusted for the Italian legal 
system. The crawler was created by examining the 
architecture of the Normattiva website, which served as 
the foundation for the corpus. In contrast to Llama-3.1-NA 
[10], which was trained on the complete dataset, the 
Llama-3.1-NA-100k model was trained on a randomly 
selected subset of 100,000 text passages from the corpus. 
An analysis contrasting the two models — Llama 3.1 [10] 
and the fine-tuned Llama 3.1 NA [10] — revealed that the 
base model will always be outperformed by the fine-tuned 
model [1]. The fine-tuned models greatly outperformed the 
base models, however the accuracy of the content 
generated in response to the user queries weren’t verified  
[1].   

The process of In-context learning (ICL) and its possible 
complications were reviewed by the authors in [2]. ICL is a 
technique where an LLM learns to perform a task by 
receiving brief instructions and examples, without having 
its parameters updated. According to data in [2], the GPT 
model excels at tasks involving natural language. But 
without any fine-tuning, ChatGPT was discovered to be 
complicated. Using the corpus named "European Court of 
Human Rights," the authors examined GPT 3.5 and GPT 4 
for argument mining in order to meet prompts. Structure 
and inferences that represent arguments in natural 
language are the source of information for argument 
mining. The findings showed that GPT, which responds to 
general prompts, generally underperformed small domain-
specific models. ICL gains knowledge through analogy. This 
method enables LLMs to work on specific tasks based on 
human-written plaintext [2]. The structure of the prompts 
was highly important [2]. The authors suggested a 
revolutionary method — to work on the prompting, 
instead of fine tuning the model. As observed in the SST-2 
dataset, examples in these prompts reduced from 93.4% to 
54.3% [2].  

The pretraining datasets needed to initially train the model 
are rarely discussed and, like other datasets (like fine-
tuning), are not shared within the community, according to 
the authors of [3], who feel that this is an important aspect 
of LLMs that has not received as much attention as it 
deserves. To address this relevant issue, they suggested an 
open framework known as LLM-Datasets. They specifically 
seek to add data in multiple languages and broaden the 

scope. The design prioritizes high computing power 
requirements while maintaining high accessibility for the 
dataset. The framework can be accessed using Python and 
even other popular modeling frameworks, such as Hugging 
Face Transformers, to improve accessibility. The authors 
compiled a pretraining dataset with 2.3 trillion tokens for a 
large language model covering 32 European languages. It 
has 62 different data sources with a secondary purpose to 
not have to focus on data extracted from web crawlers. For 
model training, language data needs to be obtained and for 
this very purpose, a processing pipeline is used including 
steps like text extraction, data composition, and 
tokenization [3]. Due to this, data can be stored in a 
multitude of ways and in a unified format so it can be used 
by other datasets. Data composition ensures that there is 
no bias for any certain dataset. All individual datasets are 
sampled and mixed to create various training and testing 
subsets. A data processing system called Data Juicer 
performed a similar task, combining data in novel ways 
and assessing how the derived datasets affected the 
models' performance [3]. After that, a tokenizer is used to 
create input data from the composed data. The framework 
encourages the use of private datasets because the dataset 
encountered privacy and licensing issues [3].  

The authors of [4] presented DISC-LawLLM, a highly 
intelligent legal system that uses LLMs to perform tasks 
like knowledge extraction and information retrieval, 
document analysis and summarization, semantic search 
and keyword extraction, and much more. The 13.2B 
parameter model DISC-LawLLM was trained on 1.4T 
tokens and is based on Baichuan-13B-Base. Three main 
data sources are used for training: open-source instruction 
datasets (Lawyer-LLaMa, LawGPT-zh, and COIG-PC), legal 
raw text, and public NLP legal task datasets. For the actual 
web research, LLMs are trained and optimized using 
instruction pairs [4]. They aid in improving the accuracy of 
query answers, assisting in the model's interpretation of 
legal jargon, and even offering services like analysis, 
classification, and summarization. The work highlights the 
use of structured reasoning techniques such as retrieval 
augmentation, legal syllogism, and chain-of-thought (CoT) 
reasoning. With formalized arguments derived from 
codified legal norms, legal syllogism promotes logical 
consistency, whereas CoT reasoning enables the 
methodical, step-by-step dissection of complex legal issues, 
thereby promoting interpretability [4]. Furthermore, by 
dynamically retrieving pertinent statutes, case law, and 
legal precedents, retrieval augmentation improves the 
model responses. The system is set up to dynamically 
update laws, taking into account the most recent legal and 
regulatory developments, in order to provide real-time 
legal research. The validity and dependability of the legal 
insights generated by the model are enhanced by this 
mechanism [4]. More than 100,000 extra samples from the 
Alpaca-GPT4 Data are included in the dataset that the 
authors used for this specific model. 300 actual legal 
questions were taken from a variety of documents and 
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consultations and used for evaluation. DISC-LawLLM 
performs better than existing legal models. In [1], the 
authors however also revealed that they did not check the 
accuracy of the generated information and only tallied it 
against what was provided in the corpus. This task was out 
of the scope of their project. In [2], the authors concluded 
that ICL is extremely computationally expensive as 
compared to other models available on the market. In [3], 
the dataset ran across the issue of privacy and licensing, 
hence the framework supports the use of private datasets. 
This may lead to complications with legal teams in the 
future. In [4], the authors focused exclusively on the 
Chinese legal domain, using it exclusively for evaluating 
Chinese queries and legal tasks. It might be difficult to 
adapt it to the legal domains of other countries.  

3. METHODOLOGY  

Legalize is a clever and user-friendly program designed to 
make legal research easier, faster, and more convenient. It 
uses artificial intelligence (AI) tools, like Large Language 
Models (LLMs) [1], to understand queries in plain, natural 
language so users don't have to rely on complicated 
keywords. It retrieves accurate and up-to-date legal 
information from trustworthy sources via SerpAPI [8]. The 
system is made with a simple Telegram Bot [9] interface 
that lets users ask queries, focus their searches, and get 
conversational answers right away. By combining these 
technologies, Legalize solves the drawbacks of traditional 
research methodologies and lays the foundation for future 
legal research that is more astute and effective.   

 

Fig -1:  System Architecture 

 The Legalize architecture is shown in Figure 3.1, where 
users use a Telegram Bot to submit legal questions [9]. 
These questions are categorized and guided by the user 
interaction module. To get up-to-date legal data, the query 
processing component makes use of web scraping [15] and 
SerpAPI [8]. The LLM findings, set responses, and gathered 
data are combined in the answer production module to 
produce accurate and relevant responses that are then sent 
back to the user through the same interface.  

3.1. Telegram Bot User Interaction:   

The main interface that makes it easier for users to 
communicate with the system is the Telegram Bot [9]. 
Users can easily change their searches, ask questions in a 
natural way, and get quick answers. This approach 
guarantees that people of all technical skill levels can use 
the tool.   

3.2 Input Query and Initial Processing:-  

First, users ask the Telegram Bot their questions [9]. The 
input is analyzed by the system to determine the main 
purpose and important details of the request. This initial 
step helps to clearly structure the request, reduce 
ambiguity, and prepare it for further processing [2].  

3.3. Web Scraping:-  

The system uses web scraping [15] to quickly gather 
relevant data from trustworthy internet sources. It collects 
structured and unstructured data relevant to the user's 
query using SerpAPI [8], ensuring that the data is accurate 
and current.  

3.4. Web Crawling:- 

Web crawling [1], in addition to scraping, methodically 
examines linked web sites to expand the search and collect 
a lot of data. By gathering more context and locating fresh, 
useful legal materials to improve future searches, this helps 
handle complex questions.  

3.5 Natural Language Processing with LLMs:-  

The collaboration between LLMs [1] and SerpAPI [8] 
guarantees accurate and effective legal research. With an 
emphasis on gathering pertinent legal information from 
reputable online sources, SerpAPI immediately acquires 
data by extracting search engine results. LLMs, like 
Attorney2 [10], then handle this raw data, evaluating the 
context of the query, eliminating redundant or superfluous 
information, and modifying the refined data to correspond 
with the user's input. This integrated approach streamlines 
the legal research process by giving users accurate, 
context-aware responses.  
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3.6 Integration of SerpAPI and LLMs for Data 
Retrieval:- 

LLMs [1] and SerpAPI [8] work together to provide precise 
and useful legal research. While LLMs like Attorney2 [10] 
examine the context of the query, remove superfluous or 
repeated material, and match the filtered data with the 
user's requirements, SerpAPI receives up-to-date search 
engine information from reliable sources. This 
combination facilitates quick, accurate,  and context-
sensitive replies.  

3.7. Response Generation:-  

After the data has been filtered and processed, the system 
produces a well-organized and logical response. In 
addition to offering conversational insights tailored to the 
user's specific question, the LLMs [1] ensure that the 
response is both understandable and instructive.  

In conclusion, our approach combines intelligent 
technologies such as online crawling [1], web scraping 
[15], and sophisticated language models to speed up and 
enhance the accuracy of legal research. The solution 
significantly simplifies the process of locating legal 
information by meticulously processing and filtering data 
and providing concise and pertinent responses via an 
intuitive Telegram bot [9], improving accessibility for all. It 
provides precise information quickly, saving time and 
effort. This allows them to focus more on their main legal 
responsibilities and decision-making..  

4. IMPLEMENTATION  

Using several technologies, the Legalize: LLM Agent for 
Legal Web Research project guarantees flawless 
functionality and effective legal research. The deployment 
is based on the combination of SerpAPI [8], Large 
Language Models (LLMs), and a Telegram Bot [9] to offer a 
real-time, user-friendly system able to deliver accurate 
legal insights [1].  

4.1 Technologies Used:-  

a. Serpi API:- Real-time access of Google Search 
results presented in a structured JSON format is made 
possible by SerpAPI, a sophisticated tool. Under this 
project, Serp API is the primary data collecting layer; it 
gathers legally relevant web materials based on user input 
query [8]. It provides tools including metadata extraction, 
language localization, and filtering of natural results. 
SerpAPI searches the highest-ranked organic search 
results when a request is entered via the Telegram 
interface; these usually consist of legal case summaries, 
government policies, research papers, and law firm 
articles. This ensures the LLM can reason using current, 
contextually relevant, and rich material [8].   

b. LLM Model:- Driven by a specifically trained legal 
LLM model, ALientelligence/attorney2:latest [10], hosted 
and run through Ollama [14] —a simplified LLM inference 
engine drives the legal reasoning aspect of the system. 
Perfect for the legal environment, the model is skilled in 
understanding the nuances of statutory interpretation, 
legal precedents, and context-specific responses. 
Engagement with the LLM begins only once the user 
selects pertinent papers from the acquired search results 
[1]. Python's subprocess.run() tool sends the query and 
selected answers to the model in a JSON payload via a local 
subprocess interface. The LLM then examines the 
combined input to generate a cogent, human-
understandable legal opinion or reply  
[1].  

c. Telegram Bot Interface:- Engaging the legal 
research system mostly requires the Telegram Bot [9], who 
serves as the main user interface. Designed using the 
Python-telegram-bot library, the bot supports consumers 
all through the process: query submission, search result 
display, selection of results, LLM response generation, 
follow-up management. The bot first decides whether the 
user's message represents a fresh search or a response to 
an earlier interaction. Should this be a new question, it 
starts the SerpAPI search [8] and offers the most 
appropriate legal findings for user validation. A global 
dictionary tracking session data for every user ID controls 
this stateful interaction [9].  

4.2 Software Requirements:-  

Python 3.10+ is the main language used to develop the 
software framework because of its robust automation, 
natural language processing, and seamless integration with 
third-party APIs. While subprocess enables controlled 
execution of the locally hosted LLM model, essential 
Python modules like json enable lightweight, file-based 
data storage. Based on user queries, the system uses the 
serpapi library [8] to establish a connection with the 
Google Search Engine through the SerpAPI platform [8], 
providing structured legal information and links to 
relevant legal resources.   

4.3 Hardware Requirements:-  

To ensure smooth local execution of the LLM and 
simultaneous management of multiple user interactions, 
the system has been designed and tested on a high-
performance hardware configuration. It has a 12th 
generation Intel Core i5 processor, which offers improved 
thread performance ideal for handling queries and bot 
interactions at the same time. Additionally, 16GB DDR5 
RAM is included in the setup, providing quick memory 
access that is necessary for effectively controlling 
subprocess executions, performing in-memory LLM 
operations, and sending Telegram messages.  
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4.4 Performance Metrics  

a.𝐿 𝑒 𝑔 𝑎 𝑙  𝐴 𝑐 𝑐 𝑢 𝑟 𝑎 𝑐 𝑦  = ( 𝑜 .𝑇 𝑜 𝑡 𝑎 𝑙  𝑂 𝑓  𝐿 𝑒 𝑔 𝑎 𝑙 𝑙 𝑦  
𝑁 𝑢 𝑚 𝑏 𝑒 𝑟  𝐶 𝑜 𝑟 𝑟 𝑒 𝑐 𝑡  𝑜 𝑓  𝑟 𝑒 𝑠 𝑝 𝑜 𝑛 𝑠 𝑒 𝑠  
𝑅 𝑒 𝑠 𝑝 𝑜 𝑛 𝑠 𝑒 𝑠  ) × 100  

Definition: The proportion of legally valid responses 
generated by the LLM.  

Reference: Adapted from Zheng et al., ACL 2023,  

"Benchmarking Legal LLMs" Unit: Percentage (%)  

b.𝐻 𝑎 𝑙 𝑙 𝑢 𝑐 𝑖 𝑛 𝑎 𝑡 𝑖 𝑜 𝑛  𝑅 𝑎 𝑡 𝑒  = ( 𝑜 𝑇 𝑜 𝑡 𝑎 𝑙 . 𝑂 𝑓   
𝑁 𝑢 𝑚 𝑏 𝑒 𝑟 𝐻 𝑎 𝑙 𝑙 𝑢 𝑐 𝑖 𝑛 𝑎 𝑡 𝑒 𝑑  𝑂 𝑓  𝑅 𝑒 𝑠 𝑝 𝑜 𝑛 𝑠 𝑒 𝑠  
𝑟 𝑒 𝑠 𝑝 𝑜 𝑛 𝑠 𝑒 𝑠  ) × 100 

Definition: The percentage of outputs containing factual or 
legal errors not found in referenced sources.  

Reference: Ji et al., 2023, "Survey on Hallucination in  

NLP"  

Unit: Percentage (%)  

c. 𝐶 𝑜 𝑚 𝑝 𝑙 𝑒 𝑡 𝑒 𝑛 𝑒 𝑠 𝑠  = ( 𝑇 𝑜 𝑡 𝑎 𝑙 𝐶 𝑜 𝑣 𝑒 𝑟 𝑒 𝑑  
𝐸 𝑥 𝑝 𝑒 𝑐 𝑡 𝑒 𝑑  𝐿 𝑒 𝑔 𝑎 𝑙   𝐴 𝑠 𝑝 𝑒 𝑐 𝑡 𝑠 𝐴 𝑠 𝑝 𝑒 𝑐 𝑡 𝑠  ) × 100  

Definition: Measures how fully the model covers all major 
aspects of a legal query using retrieved documents.  

Reference: Rabelo et al., 2023, "Assessing Factual  

Completeness of LLMs"  

Unit: Percentage (%)  

d. 𝐸 𝑓 𝑓 𝑖 𝑐 𝑖 𝑒 𝑛 𝑐 𝑦  = ( 𝑆 𝑢 𝑚 𝑁 𝑢 𝑚 𝑏 𝑒 𝑟  𝑂 𝑓  𝑎 𝑙 𝑙  𝑂 𝑓  
𝑟 𝑒 𝑠 𝑝 𝑜 𝑛 𝑠 𝑒  𝑅 𝑒 𝑠 𝑝 𝑜 𝑛 𝑠 𝑒 𝑠  𝑡 𝑖 𝑚 𝑒 𝑠  )  

Definition: The average time taken to return the final legal 
response after receiving the query.  

Reference: Computation latency metrics from OpenAI 

API Guidelines, 2023  

Unit: Seconds (s)  

E. Telegram Bot Operational WorkFlow:-  

The Telegram Bot performs legal web research by using 
SerpAPI to fetch top search results, lets users select 
sources, and sends a JSON payload to the locally hosted 
Attorney2 LLM via Ollama.   

 

5. RESULTS AND DISCUSSIONS  

5.1 RESULTS  

Table -1: Comparison of LLM Models 

LLM  

Model  

Legal 
Accuracy  

Hallucination 
Rate  

Complete
ness  

Efficie
ncy  

Attorney2  9%  2%  75%  10 s  

Llama3  10%  4%  85%  8 s  

Phi3  8%  1%  70%  9 s  

Falcon  7%  3%  68%  6 s  

 

Table 1 provides a comparison of four LLM models—
Attorney2 [10], Llama3 [11], Phi3 [12], and Falcon [13]—
based on key metrics such as legal accuracy, hallucination 
rate, completeness, and efficiency. Each model 
demonstrated strengths in different areas. This evaluation 
helped determine the most suitable model for powering 
Legalize, ensuring a balance between accuracy, reliability, 
and performance.  

The ALIENTELLIGENCE Attorney2 model [10] is a legal 
specialty AI designed to support a broad spectrum of legal 
subjects with clear and precise information. Trained on the 
Meta Llama 3.1 architecture, it possesses 8.03 billion 
parameters and is instruction-fine-tuned. The model is 
effectively compressed through the use of the Q4_0 
method, leaving it a sizeable 4.7GB. It has support for 
several languages—English, German, French, Italian, and 
Portuguese—and a vast 131,072-token context window, 
enabling it to handle complicated legal texts without 
difficulty. Attorney2 assists users by defining legal terms, 
interpreting law and case law, and walking users through 
the steps and document requirements [10].  

Llama3 is a collection of various models for language that 
are developed to provide support for data generation and 
optimized reasoning. The base model is tailored for a 
variety of AI tasks that can be fulfilled by using various 
parameter versions like 8B, 70B and 405B. The collection 
includes three multilingual language models that can 
employ the use of these parameter versions. It supports 
image recognition, video recognition and speech 
understanding, alongside its efficiency and improved 
performance which makes it an ideal choice for AI tasks 
[11]. Microsoft’s Phi3 is an efficient and concise model 
which shows high performance accuracy improvement 
from 62% to 90.8%. Phi3 is good at tasks like text 
summarization, text generation, query responding etc. 
Upon fine-tuning Phi3, there was an increase in F1 score 
from 66 to 90.6. It deals with restrained environments and 
platforms with limited computation resources much better 
than the other models after fine-tuning [12].   
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Falcon language model is fully trained on a dataset called 
RefinedWeb. The main advantages of the model are the 
enhanced performance, scalability and neutral filtering. 
Falcon models—specifically those with 1.3B and 7.5B 
parameters, and the more recent Falcon-40B—were 
trained on subsets of this dataset, including a publicly 
released 600 billion-token version. These models showed 
an incredible zero-shot performance — they were able to 
fulfill queries without being trained on that  exact data, 
purely learning from the user history of queries [13].   

Four major LLMs — Attorney 2 [10], Llama3 [11], Phi3 
[12] and Falcon [13] — are evaluated on four metrics: 
Legal Accuracy, Hallucination Rate, Completeness and 
Efficiency. Each metric can help understand the model’s 
effectiveness in legal applications.  

From the given table, starting with legal accuracy, which is 
all about how correctly a model handles legal questions, 
Llama3 [11] comes out on top with a perfect score of 10. 
That means it's the most reliable when it comes to legal 
reasoning and providing factually sound answers. Attorney 
2 [10] is close behind with a strong score of 9, showing it's 
also a dependable option. Phi3 [12] isn’t far off, with a 
score of 8, while Falcon trails a bit with a 7, suggesting it 
may not be as dependable for complex legal tasks.  

Next in the table is the hallucination rate, which tells us 
how often a model generates false or made-up information 
— something you definitely want to avoid, especially in 
legal work. Here, Phi3 does best, with the lowest 
hallucination rate of 1, meaning it rarely gives incorrect 
info. Attorney 2 [10] also performs well with a rate of 2. 
Falcon [13] comes in at 3, and Llama 3 [11] — despite its 
top legal accuracy — has the highest hallucination rate of 4, 
which could be a concern if you're relying on it for accurate 
legal insights.  

The table shows that when it comes to completeness, 
which is about how detailed and thorough a model's 
answers are, Llama3 [11] shines again with a score of 85, 
offering the most in-depth responses. Attorney 2 [10] and 
Phi3 [12] follow with scores of 75 and 70, respectively — 
still solid, but maybe missing a bit of depth. Falcon [13] 
scores the lowest here too, with 68, meaning its answers 
might lack important details or context.  

Lastly, we have efficiency, which refers to how fast or 
resource-friendly the model is. Attorney 2 [10] is the most 
efficient with a perfect 10, so it's a great option if you need 
quick results or have limited computing resources. Phi3 
[11] and Llama 3 [10] are close behind with 9 and 8, while 
Falcon [13] scores just 6, which may make it less practical 
in some situations.  

 

5.2. Discussions   

The assessment of different LLM models: Attorney 2 [10], 
Llama3 [11], Phi3 [12], and Falcon [13] highlights 
important compromises among Legal  

Accuracy, Hallucination Frequency, Comprehensiveness, 
and Efficiency regarding legal web research.  

Attorney 2 [10] stood out as the most balanced model, 
attaining a legal accuracy score of 9 and the top efficiency 
rating of 10, rendering it ideal for real-time uses such as 
Telegram Bot [9] integration. Its comparatively low 
hallucination rate of 2 suggests consistent and reliable 
results. Although it doesn't have the top completeness 
score (75), it upholds a steady degree of legal relevance 
without inundating the user with unnecessary or irrelevant 
details. The design of the model emphasizes brief and 
contextually relevant replies, improving both user 
experience and efficiency.  

Llama3 [10] demonstrates the best legal accuracy (10) and 
completeness (85), but it has a higher hallucination rate 
(4) and reduced efficiency (8). This implies that although it 
can conduct extensive and detailed analysis, it occasionally 
generates excessively wordy or somewhat incorrect 
material, rendering it less appropriate for rapid query-
response exchanges.  

Phi3 [11] shows a minimal hallucination rate (1), signifying 
reliable factual accuracy. Nevertheless, its average 
completeness (70) and somewhat reduced efficiency (9) 
render it appropriate for situations where dependability is 
more important than coverage. Conversely, Falcon 
exemplifies the worst-case outcome, exhibiting the lowest 
legal accuracy (7), the highest hallucination rate (3) among 
less robust models, and the poorest efficiency (6). Its 
performance indicates slower processing and less 
dependable legal results, which may impede effectiveness 
in time-critical settings. Overall, Attorney2 [10] is 
distinguished as the top case due to its robust legal 
effectiveness and speed, while Falcon exemplifies the least 
favorable case because of its constrained precision and 
slow response time. This examination confirms the 
selection of Attorney2 [10] as the backend LLM in the 
suggested system for legal web research, guaranteeing a 
functional equilibrium between accuracy, responsiveness, 
and user confidence.  

Conversely, the Falcon model performs the worst, with the 
lowest legal accuracy (7) and completeness (68), despite 
moderate hallucination control (3). Its low efficiency score 
(6) also hinders timely responses on platforms like 
Telegram, making it less suitable for delivering reliable, 
concise, and context-aware legal outputs.  
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6. CONCLUSIONS  

Legalize was created to address the frequent issues with 
human labor, outmoded equipment, and disorganized data 
that plague traditional legal research. The need for quicker, 
more intelligent technologies is increasing as legal 
information becomes more complicated. With its cutting-
edge technology and user-friendly interface, Legalize 
satisfies this need by improving the effectiveness, accuracy, 
and accessibility of legal research.  

The Attorney2 model is its foundation, answering legal 
questions with 75% completeness, 2% delusion, and 9% 
legal accuracy. Its short 10-second response time already 
facilitates quicker decision-making in real-world 
applications, however there is still opportunity for 
improvement. Legalize employs Large Language Models 
(LLMs) to allow users to ask inquiries in plain English 
without the need for legal jargon, and SerpAPI to retrieve 
real-time legal data from reliable sources. Time and effort 
are saved in this way. Additionally, the Telegram Bot 
increases accessibility by providing a recognizable, chat-
based method of communication.  

Legalize's adaptable, modular architecture facilitates future 
expansion even if it relies on third-party services like 
SerpAPI and Telegram, which have limitations. It caters to a 
broad spectrum of customers, including legislators, 
educators, lawyers, and students. In the future, Legalize 
intends to connect regional legal databases, offer language 
capabilities, and improve the accuracy of the Attorney2 
model. In order to enhance intelligence and user 
experience, future updates might incorporate voice 
queries, legal document summarizing, and better feedback. 
In conclusion, Legalize offers a clever, real-time, and user-
friendly legal research tool by fusing conventional research 
with contemporary technology. It is expected to develop 
into a vital tool in the legal field with further 
advancements.  

Its ability to deliver accurate legal insights swiftly 
empowers lawyers, students, and policymakers to make 
faster, more informed decisions—bridging the gap between 
manual research and intelligent automation.  
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