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Abstract - Cloud databases have increasingly come to
play a major role in the demands of handling large, sensitive
data in a number of spheres, including health, finances and
online shops. Turning to third-party cloud is however
bringing about serious challenges of data access and
control, security and compliances. This study presents an
innovation of the new hybrid cryptographic system that can
ascertain privacy-preservation of data storage and query
processing in cloud databases. The framework integrates
AES-256 to do fast encryptions of the data that is going to
remain static, backward in the fog like partial homomorphic
encryption (PHE) to do the secure calculations of the
sensitive field, and the dynamic searchable symmetric
encryption (DSSE) to perform the encrypted search
operations over keywords, and over the range searches. The
support of post-quantum cryptography is fulfilled by
bringing in the collaboration of CRYSTALS-Kyber to make
secure key exchanges. As well, Hyperledger Fabric-based
auditability ensures that it is possible to automate
regulation compliance (GDPR, CCPA, etc.) by means of which
data deletion and control of consent can be proved in
compliance with the requirements. The prototype is hosted
using Amazon Aurora and GPU-accelerated encryption and
the Intel SG X-based caching is used to increase the
performance. Experiments show that it is possible to process
encrypted queries efficiently (latency 220 ms),
aggregations in a secure manner (processing 100,000
records takes 8 seconds), and go through automation of
GDPR compliance in under 3.2 minutes. The practicality of
the framework can be pointed out as displayed in case
studies in the field of health care and financing. Here, we
can find out that a combination of many strategies of
cryptography can be used to keep the privacy and at the
same time not affecting the usability, scalability, and
adherency of a regulatory aspect of clouds.

Key Words: Cloud database security, hybrid encryption,
homomorphic encryption, searchable encryption, privacy-
preserving computation, post-quantum cryptography,
GDPR compliance, blockchain auditability.

1. INTRODUCTION

1.1 Background

Cloud computing has changed the way data is managed
because cloud infrastructure is scalable, cost-efficiency
and can be accessed anywhere in the world. With
organizations skewing heavily to use cloud databases to
store, process and analyse their important data, the
healthcare, finance and e-commerce companies have
become over dependent on the third party cloud services
provider like Amazon Web Services (AWS), Microsoft
Azure and the Google Cloud. Such cloud platforms are
based on more advanced data analytics, high availability,
and on-demand scalability, and so the business can handle
high amounts of sensitive information in an efficient
answer. But such a move to the cloud poses great threats
to data privacy and security as well. Trust dependencies
that exist as a result of using third-party infrastructure
mean that the management of data confidentiality by the
cloud providers is not an exception. In turn, all such
sensitive data as medical records, financial transactions,
and person identifiers are exposed to accidental and
intentional data leakage, insider threat, and breaches
caused due to incorrectly implemented data storage,
credential compromise, or side-channel attacks. The quest
to create a secure yet privacy-respecting cloud data
architecture has become crucial considering the stiff
regulatory regulation across the world.

1.2 Motivation

AES (Advanced Encryption Standard) and RSA
(RivestShamirAdleman), which are regular cryptographic
methods, have served a great role in protection of static
information and secure exchange of keys. But these are
not applicable in the case of functional adpatations where
encrypted data must be queried, searched or processed
without respective decryption. An example here is that,
although AES is efficient in encrypting large quantities of
data, it fails to support other operations like searching and
aggregations among the ciphertexts. Similarly, RSA is also
computationally demanding and cannot sustain dynamic
workloads which are of large scale in a cloud. These
shortages have brought about the trade-off between
security and usability that organizations are always
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presented with a choice of having an encrypted data
whose functionality is limited or data whose functionality
is limited but that is not encrypted. This is a trade-off that
presents huge challenges in other areas of activities such
as in the healthcare and finance industries where
information needs to be gathered in real-time using highly
confidential data without incident of violation of privacy
nor compliance of existing regulatory standards.

1.3 Problem Statement

Even though a lot has been advanced in the field of cloud
computing and cryptography, there is still the absence of
full fledged, scalable framework that can enable safe
querying and running computation over encrypted data.
Either existing solutions work to protect the data but
guarantee certain compromise of the performance or they
cannot cover the data completely in the processes of
search, filtering or aggregation. Even systems which
provide support in executing encrypted queries tend to
leak the data access behavior or insist on trusted
components, posing a security risk to side-channel or
physical attacks. In addition to that, new privacy laws like
GDPR and CCPA not only require encryption but rather
abilities like secure data removal, consent controls, and
audit logging, which are not automatically met by most
cryptography systems. Thus, there is an urgent need of
privacy preserving framework, which integrates
encryption, compliance and performance in a pleasing way
and supported in the real-life deployment of cloud
databases.

1.4 Contributions

The present project proposes a new hybrid cryptography
system, which is specifically targeting cloud databases
where the current systems have property drawbacks. The
architecture combines AES-256 with the encryption of the
non-sensitive or rather non-moving data, partial
homomorphic encryption (PHE) which allows to perform
computation on the sensitive data without resorting to
decryption, and dynamic searchable symmetric encryption
(DSSE) that helps perform keyword and range queries on
encrypted data. Exploitation of these cryptography styles
can give a strong assurance of security and functionality
on the framework. Besides, to make the system future-
proof against possible threat of quantum attack,
CRYSTALS-Kyber, a CC-based post-quantum key
encapsulation mechanism recommended by NIST,[21] is
also included in a system which will be made safe against
future quantum attack by having a post-quantum key
exchange. There is also presented in this framework
blockchain-based auditability with Hyperledger Fabric
that implies the automation of regulatory compliance by
tracking accesses and revocation of keys by smart
contracts. To prove its feasibility, the framework is
deployed and tested in the actual cloud settings (Amazon

Aurora and Azure SQL) and via real and synthetic data in
such areas as healthcare and finance.

2. RELATED WORK

2.1 Cryptographic Techniques for Cloud Security

Cryptographic technology is a key element used in cloud
computing that guarantees the security of information, its
integrity and makes data access by the authorized parties
secure. Data security has always been based on Advanced
Encryption Standard (AES) and RivestShamir Adleman
(RSA). Among the symmetric encryption algorithms, a
NIST standardized algorithm AES is highly popular to
encrypt the large amount of data at rest because of its
security and efficiency. RSA, in its turn, is an asymmetric
encryption scheme which is used mainly to secure the
exchange of keys and signatures. Although both the AES
and RSA give very good security to the static data, it
cannot be used to perform the computation or search
operation on the encrypted data without first decrypting.

The next methods like Homomorphic Encryption (HE) and
Searchable Symmetric Encryption (SSE) have been created
to cope with this. HE allows us to do operations on
ciphertexts and this results in ciphertexts whose
decryption corresponds to the output of operations
(applied to the plaintext) as though the operations were
done on the plaintext. Fully Homomorphic Encryption
(FHE) is able to perform arbitrary computations on
encoded data but the computation cost is floored. Partial
HE schemes e.g. Paillier and BFV cryptosystems provide
minimal and efficient support in addition or
multiplication. Conversely, SSE enables the searching of an
encrypted data using keywords without giving details to
the server, but it usually leaks access and search history.
An even finer-grained access control goes under the term
Attribute-Based Encryption (ABE), where the ability to
decrypt the data is bound to the attributes contained in a
user-specific private key or ciphertext policy, thus
allowing the full spectrum of multi-user access control. All
these approaches have special strengths and costs and
there is a need to incorporate them in one comprehensive
approach but this comes with a lot of complexity.

2.2 Encrypted Query Processing

A gap towards securing confidentiality of the data and
functional usability in the cloud has been addressed by
designing various systems to aid encrypted query
processing. One early effort in this direction, by Popa et al,,
is CryptDB. It enables SQL requests to be carried out on
encrypted databases through a layer-cake architecture. A
deterministic encryption, order-preserving encryption
(OPE), and homomorphic encryption can be used to
reduce cryptDB to a set of computationally hard problems,
allowing the system to work with encrypted data without
decryption, their combination enables computations but
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their encryption schemes are not efficient enough to
support operations such as SELECT, JOIN and ORDER BY.
Nevertheless, the OPE that CryptDB is based on causes the
information loss of a high degree, since sorting pattern of
encrypted values provided by it represents the patterns of
the underlying information distributions.

The other course of action is an example of Google
Encrypted BigQuery that uses the hybrid implementation
of encryption and trusted execution environments (TEEs),
namely, Intel SGX. Using this technique, complicated
analytical operations can be carried over on the encrypted
data within the secured hardware environments. Although
this helps great deal in better query performance and
elimination of external threats to sensitive data, it adds a
level of reliance on specific hardware as well as it is
vulnerable to attacks such as Foreshadow and
Plundervolt. Such encrypted query systems emphasise
that there are always trade-offs among usability,
performance and security and that more performant,
reliable cryptographic frameworks are needed that can
support queries over encrypted data without breaking
performance and security guarantees.

2.3 Access Control Models

Cloud databases in their turn need effective access control
to ensure that the data remain confidential and that data
users are not violated. Two current most used models in
such a purpose is the Role-Based Access Control (RBAC)
and the Attribute-Based Encryption (ABE). The RBAC
means that users are assigned to preconstructed roles,
including the roles such as the role of an administrator or
auditor and each role has a certain set of privileges. Such a
model makes user management simple and can be well
scaled in an environment where roles and permissions are
not mutually changed that often. The larger cloud systems
such as AWS and Azure use RBAC to a large extent by
associating access policies with cryptographic keys and
service privileges.

As a result, however, RBAC has limitations in dynamic,
data sensitive, environments, such as healthcare or
finance, because its granularity is coarse, and it is not
flexible. It tends to provide a wider access than is required
and needs a full re-encryption or keys redistribution on
changes of user roles. By contrast, ABE provides fine-
grained access control because it attaches decryption
capabilities with the features of the user or data access
policies. An example is ciphertext-Policy ABE (CP-ABE) in
which access rules are encoded along with the data so that
only decryption with the associated set of keys is
permitted. Although ABE greatly increases the flexibility of
policies and data-level security, it adds an overhead to the
performance of the systems as a result of complicated
cryptographic process. Practically, a combination of both
models with the aim of exploiting their advantages is likely

to bring a perfect solution to scalable and secure access
control in the cloud.

2.4 Gaps in Existing Systems

Even though the current development of cryptographic
methods and solutions related to secure data management
has achieved significant results, some serious gaps are still
unfilled in the contemporary privacy-preserving cloud
data management state of affairs. Among the greatest
setbacks, there is the low speed of the encrypted query
systems especially those founded on either fully
homomorphic encoding or searchable encoding. However,
though these are the means of doing computations on
encrypted data, their computational complexity and the
duration of the computation is too expensive to be used in
real-time processing. Even weaker homomorphic
encryption that only allows a few operations can be a
bottleneck under the circumstance of large dataset or a
large number of queries.

Moreover, the aspect of regulation is poorly applied to
most cryptographic structures. Regulations like the
General Data Protection Regulation (GDPR), California
consumer privacy acts (CCPA) specify such features as the
right to be forgotten or the ability to manage explicit
consent, both of which imply the ability to dynamically
revoke keys, to log in a secure manner, and delete the data.
The ability to automate the fulfillment of these legal
demands is normally inconsequential in the current
systems and thus putting the organizations in danger of
being in compliance with such mandatory regulations and
facing this burden of huge fines.

3. PROPOSED FRAMEWORK
3.1 Architectural Design

The intended framework is a multi level cryptographic
building that combines the different encryption methods
that were previously applied to overcome the shortcoming
of the existing models of cloud data security. It has been
designed in a way that 3 main priorities can be achieved
which include data confidentiality, functional query
support, and regulatory compliance. The architecture us
based on three main layer of cryptographic
implementations which includes: AES- secure encryption
of unchanging data, Partial Homomorphic Encryption
(PHE) secure calculation, and Dynamic Searchable
Symmetric Encryption (DSSE) privacy-required queries.

The 1st layer, AES-256 enforces bulk and non-sensitive
data that are sensitive and non-sensitive notably, logs,
timestamps as well as metadata. It is symmetric, therefore,
uses minimal computing resources to accomplish
encryption and decryption at high speeds, and can be used
with large volume and unchanging data. The second can
encrypt sensitive numerical fields (eg financial
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transactions, results of patient tests), using PHE schemes
such as Paillier or CKKS, whilst permitting arithmetic (eg
sum, average) operations to be performed where the value
is encrypted without decryption. The last layer takes the
advantage of DSSE to enable search of fields using
keyword, ranges, and privacy of the data. The architectural
synergy also helps the system to deliver storage and
processing in an encrypted form with the acceptable
performance level to fit real-time applications.

Table-1: Multi-layered Cryptographic Architecture

Overview.
Layer Technique Purpose Performanc
Y 1 P e Goal
Bulk Data | AES-256 (GCM Encryptnon- <1 ms per
Encryption mode) sensitive/stati MB
c data
Secure PHE eiif‘fortréld <5 seconds
Computatio | (Paillier/CKKS Crypres per 10k
arithmetic .
n Layer ) . operations
operations
Enable
Searchable rivacy- <2 seconds
Query Layer DSSE + ORE f')eserv}i,n per query on
y P ving large data
queries

3.2 Cryptographic Modules

In order to achieve the architectural aims, the framework
introduces a group of modular cryptographic tools which
are individually selected to suit particular kinds of data
activities and hazards.

The hybrid encryption module unites AES-256 and PHE
schemes (Pallier, CKKS). AES-256 is in charge of
encryption of fixed or less important fields effectively,
whereas Paillier allows to securely add values encrypted
in it, and CKKS enables approximate collecting on floating-
point quantity, such as average or correlation
examination. Such a hybrid structure will allow
conducting delicate analytics and do it safely without
exposing plaintext data.

The DSSE module improves the usual searchable
encryption as it implements real-time updates to
encrypted indexes. It also has forward and backward
privacy which guarantees that past search or an erased
information can not be deduced by an attacker who can
observe the search behaviours. The user queries will be
converted to hashed values with hash-based message
authentication codes (HMAC) with SHA-256 and secured
by matching with encrypted indexes.

Getting the system ready to have the post-quantum era,
the framework includes CRYSTALS-Kyber, one of the
NIST-identified lattice-based key encapsulation

techniques. This algorithm supports the quantum-safe key
exchange, which substitutes the RSA or ECC-based
schemes susceptible to the action of Shor algorithm.
Future-proofing session keys Future-proofing Kyber
provides the confidentiality of session keys in the case of
environments that expect the long-term storage of data.

3.3 Blockchain Integration

In addition to encryption, another fundamental
blockchain-based addition is auditability that should be
provided by the framework with the objective to automate
compliance, increase transparency, and guarantee data
integrity. The revocation of keys, logging of access and
tracking of consent are done by a permissioned blockchain
network which has been constructed using Hyperledger
Fabric.

The application of key revocation is created using smart
contracts, which disallows the encryption key of a user
when requested or the expiry of a retention (time) period-
thereby encompassing the effect of GDPR, the right to
forget. Every access or modification happens is added to
the blockchain irreversibly and it becomes a verifiable
audit trail that can be used to satisfy CCPA and HIPAA
rules. In addition, the consent management tokens kept
on-chain can be changed dynamically, making users switch
between agreements of data sharing confirmation or
denial. The blockchain used removes the possibility of
bugging the logs and makes decisions of access control
accountable.

Table-2: Blockchain Integration Functions.

Blockchain

Feature Benefit

Function

Smart contract-
based KMS

GDPR-compliant

Key Revocation data deletion

Verifiable, tamper-
proof audit trail

Immutable ledger

Access Logging (SHA-256)

CCPA-compliant
opt-in/opt-out
handling

Token-based access
rights

Consent
Management

3.4 Access Control

The mechanism of access control within this framework is
based on the Ciphertext-Policy Attribute-Based Encryption
(CP-ABE) that allows flexible, role- and attribute-based
accesses to data without any centralized policy servers. In
CP-ABE an access policy contained in the ciphertext is
determined by the data owner. The content may only be
decrypted by the users who have a set of attributes that
meet this policy.

To illustrate, the policy that such as (role:doctor AND
department:cardiology) is required to be on means that
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only specialists in the field of cardiology holding necessary
permissions can go forward with encrypted medical
records. Such a solution differs with Role Based Access
Control (RBAC) systems that get particular at times and
time saving when changing or terminating the roles.

In the effort to enhance practicality, the framework allows
revocable ABE policies and as a result, allows dynamics
updates to user access policies. The revocation is
performed through policy enforcement that uses time-
bound encryption keys and block chains and, therefore,
when a user can no longer fulfill the scenario of access (i.e.
their roles are no longer provided), the decryption rights
automatically disappear without having to re-encrypt the
information.

The mechanism is a safe, scalable, and regulation
compliant way to address the issue of controlling data
visibility on the multi-tenant and cross-domain cloud.

4, IMPLEMENTATION DETAILS
4.1 Platform and Tools

The visualization of the specified privacy preserving
framework is accomplished through a complex of cloud-
native technologies, cryptography tools, and block-chain
technology. The cloud database selected to be used in this
prototype is Amazon Aurora which is a high performance
relational database service that allows horizontal scaling
and which is fully compatible with PostgreSQL. Aurora has
automated failover, low-latency input output, and multi-
region deployment that makes it a perfect offering where
large-scale operations of encrypted data operations could
be tested.

The Microsoft SEAL library is utilized in order to promote
encrypted computation over secure information. SEAL is
an actively used homomorphic encryption library written
by Microsoft Research which implements both
Brakerski/Fan-Vercauteren (BFV) and Cheon-Kim-Kim-
Song (CKKS) systems. These algorithms are good to carry
out safe arithmetic calculations like summation and
average on contiguous cryptic numerical data. It also
includes the AWS Key Management Service (KMS) to
safely manage the keys and has features like an automatic
generation and rotation of keys and engineered access
control. The encryption keys given by KMS are thus
secured by hardware security modules (HSMs) and
therefore the chances of compromise of these keys are
slim.

4.2 Prototype Configuration

A composition of real and synthetic datasets are applied in
developing and testing the prototype of the framework
simulating privacy-sensitive cloud database operations.
MIMIC-III is one of the principal datasets, an openly

shared repository of de-identified health records
containing data about more than 40 000 intensive care
unit patients. Such dataset acts as a realistic source of
medical data to be used in testing attribute based access
policies and encrypted diagnostic queries. Further, a
synthetic financial data is created to resemble enterprise
level set of transactions records, a set of about 10
terabytes of structured data. Such a set of data has
encrypted values like the amounts, time of transaction, ID
of the merchant and data about the account.

In order to achieve cryptographic functionality, there are a
number of open-source libraries inbuilt. Implementation
of AES-256 encryption, based on Galois/Counter Mode
(GCM), requires the use of the Python-based library
known as PyCryptodome to provide authenticated
encryption of strategically static and semi-static
parameters (user IDs, timestamps, etc.). Attributes-based
encryption An open-source attribute-based encryption
toolkit, OpenABE, offers the framework in which CP-ABE
policies can be enforced. This will enable laying down the
fine-grained rules of access in the encrypted medical and
financial documentations. In the case of homomorphic
computations, Microsoft SEAL is the supported library
following C++ bindings, either the BFV (with exact integer
operations) or the CKKS (with approximate floating-point
arithmetics).

Individual cryptography processes are modularized
through use of RESTful APIs, which can be used to
orchestrate the microservices approach to encryption,
keys management, and control across cloud elements.
Amazon Aurora is the leading storage, query engine that
has interaction with the encryption layer read and
computing data processes.

Table-3: Tools and Libraries Used in the Prototype.

Component Tool/Library Role in Framework
Cloud Database Amazon Aurora Scallable query
processing and storage
Symmetric PyCryptodome Egcryptmg bulk data
. like metadata and
Encryption (AES-256) .
timestamps
Homom01jph1c Microsoft SEAL Secure cc.)r.nquatlon on
Encryption sensitive fields
Attribute Fine-grained access
Encryption OpenABE control using CP-ABE
Key Management AWS KMS Secure key generat.lon,
storage, and rotation
Hvperledger Immutable audit logs
Blockchain Layer yperiecs and smart contract
Fabric
enforcement
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4.3 Optimization Strategies

To accommodate the computational expenses of advanced
encryption methodologies the most advanced of them all,
which is the homomorphic encryption, the
implementation embodies two core optimization
measures which are first a GPU acceleration and second an
Intel protected cache.

Operations of homomorphic encryption, and especially
those schemes of such as BFV and CKKS, are
computationally expensive because of mathematical
complexity of encrypted arithmetic. To overcome this
bottleneck, the framework takes the advantage of NVIDIA
A100 GPUs based on parallel processing in CUDA. These
GPUs make homomorphic computations faster because
they transfer activities (e.g. addition and multiplication
operations on ciphertexts) to various cores. In
performance tests, GPU acceleration sped the process
required to add 100,000 encrypted financial transactions
by 15 times, cutting the latency of summing encrypted
financial transactions in software from 120 seconds to
about 8 seconds (CPU-only). This renders the possibility of
using homomorphic encryption in batch analytics in large
volumes.

The other comprehensive optimization is through the
implementation of the Intel Software Guard Extensions
(SGX) to have a safe, hardware-isolated caching. Data
elements which must be sensitive and at the same time
highly accessed are stored in SGX enclaves which is a
trusted execution environment that isolates the data
among other processes including the operating system.
This saves the cost of crypt and decrypt frequently and it
increases access time.

5. EXPERIMENTAL EVALUATION
5.1 Evaluation Criteria

In order to fully evaluate the efficiency of the suggested
privacy saving framework on cloud databases, the
experimental testing was undertaken on the aspect of
three broad categories namely performance, security and
regulatory compliance.

On the performance metric, the framework was tested on
the basis of latency, encrypted query throughput, and
encrypted query data storage overhead. The
measurements of latency were obtained in how long the
queries over the encrypted data were carried out such as
on keyword searches and aggregate functions. Throughput
has evaluated how many encrypted operations
(summations, queries etc.) could be completed per second
and still maintain concurrent access on the system.
Storage overhead was used to quantify the extra space
utilized by the individual disk space as a result of

additional space used by encryption, index, and metadata
of cryptographic layers.

To test the security level of the system, a number of hostile
models ranging in the passive eavesdropper scenario and
active attackers were used. The modules on encryption
were proven to be IND-CPA (Indistinguishability under
Chosen Plaintext Attack) on formal simulation and static
analysis tools. CPA attacks using Cryptool, analysis of
patterns on the DSSE indices and verifications on a zero-
knowledge to give minimum leakages during access were
carried out through simulations. The validation of the
resistance in the conditions of the normal script of attacks
toward clouds was performed through simulated insider
and outsider threats.

Concerning the compliance, it was tested to verify the
requirements of GDPR and CCPA like the right to be
forgotten and restriction of the access through consent.
They were executed with support of smart contracts and
practiced by blockchain-based smart contracts and
assessed by auditing operations. Key revocation latency
and automated audit resolution time were the two
important metrics measured.

5.2 Results

The framework demonstrated a potential outcome in the
three categories of evaluation. Regarding the query
performance, the hybird cryptographic model provided an
average of encrypted query latency 220 milliseconds,
which is much higher in comparison to CryptDB 350
milliseconds in using identical range queries. Dynamic
Searchable Symmetric Encryption ( DSSE ) with optimized
indexing enabled the fast per-user searches in datasets
that have been encrypted and continuously improve:
leakage is avoided by using HMAC-SHA256 tokens.

In an encryption aggregate case, Paillier encrypted
homomorphic encryption scheme was employed on GPU-
accelerated. This framework could add 100000 encrypted
financial records in 8 sec with an NVIDIA A100 GPU when
compared to more than 120 sec in case of using CPUs
without GPU. This shows the feasibility of homomorphic
operation in the real world applications with hardware
assistance.

During the compliance testing, the framework was 98
percent successful in GDPR-related functionality of right to
be forgotten using Hyperledger Fabric-based smart
contract extant key expiration on Hyperledger Fabric. The
most critical revocation latency which is the time
consumed in making user data undecryptable following a
request of deletion was measured at 0.8 seconds
demonstrating efficiency of the block chain integrated key
management system.
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Table-4: Key Experimental Results.

. Proposed
Metric Framework CryptDB Improvement
Query Latency
Range 220 ms 350 ms ~37% faster
8
Search)

Sufnerill;rtei:on 8 sec (GPU- 120 sec 15x%
(100k records) accelerated) (CPU) improvement
GDPR Deletion 98% Not Full automation

Success Supported
Key 5 sec
Revocation 0.8 sec (manual 6x faster
Latency revocation)

5.3 Comparative Analysis

Comparison of the presented framework with two systems
in which the latter were already implemented was made:
CryptDB and Google Encrypted BigQuery. Evaluation has
been performed on the basis of the encryption basis, query
execution, the threat of data leakage, compliance
facilitation and the scalability.

CryptDB provides elementary functionality on SQL queries
on encrypted data with ring-based encryption protocol
like deterministic and order-preserving encryption. Albeit
being successful in allowing executing range and equality
queries, CryptDB is susceptible to leakage owing to the
fact that it relies on order preserving encryption (OPE).
Statistical data on the set can be learned through the
exposure of patterns with the help of OPE, which is a
significant compliance and privacy challenge in
accordance with the GDPR. In the proposed framework, in
turn, DSSE and Order-Revealing Encryption (ORE) are
substituted to OPE, thus the leakage is scaled down to
under 5%.

The Google encrypted BigQuery applies hardware-isolated
enclaves based on Trusted Execution Environments
(TEEs) to process encrypted data. It is low-latency
architecture, and enables advanced queries, including
machine learning inference. The method however relies on
proprietary Intel SGX hardware, which is demonstrated
susceptible to a number of side-channel attacks (e.g.
Foreshadow, Plundervolt). Being a little bit higher in raw
latency than BigQuery, the proposed framework offers
vendor-agnostic security, post-quantum (via CRYSTALS-
Kyber) and automated compliance logging (through
blockchain), all of which makes it better-suited to highly-
regulated scenarios.

6. CASE STUDIES

To prove the potential utility of the identified privacy-
preserving cloud framework in the real setting, two
domain-specific case studies have been carried out in the
field of healthcare (encrypted electronic health record
(EHR) search) and financial sector (encrypted transaction
aggregation and fraud detection). Such case studies
simulate not only cryptographic strength of the system,
but also its performance, useability and safety against
general laws protecting data within several sectors of
interests e.g. HIPAA and PCI-DSS.

6.1 Healthcare: Encrypted EHR Search

The proposed framework used in the healthcare case
study is indeed a way through which encrypted electronic
health records (EHRs) can be managed and queried but
with high access control and privacy adherence. Here, the
Ciphertext-Policy Attribute-Based Encryption (CP-ABE)
was employed to impose policy control mechanisms to
users, depending on the roles and the department to
which the user belongs. The EHRs were encrypted and a
policy like (role:doctor AND department:cardiology) was
put in place so that only the cardiologists could access
records having to do with cardiac diseases.

The data applied in this analysis was extracted based on
the MIMIC-III clinical database that comprises structured
clinical data of the patients (diagnoses, test findings, and
any remarks about treatments). The searches on specific
diagnoses, i.e., diagnosisID = 1, were performed based on
what is called Dynamic Searchable Symmetric Encryption
(DSSE), which encrypted a search on a keyword without
revealing the data and the query to the cloud server.

The measurement of performance indicated that
performance of encrypted diagnosis searches was
completed within 220 milliseconds which was a slight
delay in the unencrypted systems (180 ms) hence
sustaining clinical usability. Using Intel SGX enclaves to
cache the most used metadata about patients, also
decreased their latency by half which is tantamount of
providing real-time diagnostics in critical care facilities.

Security-wise, user access attempts that were not part of
the ABE policy were always rejected, and all access
requests whether successful or even rejected were
recorded permanently on Hyperledger Fabric so as to
allow auditing of accesses that have occurred. The
provision of regulatory compliance with HIPAA and GDPR
was highlighted by generation of time-bound encryption
keys (as well as automatic keys revocation through smart
contracts, established within blockchain) in instance of an
expirable user authorization or its withdrawal.
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Table-5: Healthcare Case Study Metrics.

Metric Value

Query Latency (Encrypted) 220 ms

Unauthorized Access Rate | 0% (with CP-ABE enforcement)

Cache Latency Reduction

0,
(SGX) 50%

Compliance HIPAA, GDPR

Audit Trace Availability Yes (Blockchain logged)

6.2 Finance: Encrypted Transaction Aggregation

The finance case study checks the capability of the system
to carry out fraud detection in real-time on encrypted
transactions data compiled in different branches of a
financial institution. The first is the security of computing
the financial measurement by calculating the total sales,
average transactions, and detection of suspicious pattern
without revealing the details of the transactions to both
the internal employees and the cloud infrastructure in this
context.

In this regard, the transaction data was encrypted using
the scheme of Paillier Homomorphic Encryption (HE)
because of its adaptability to secure addition of data using
an amount, a merchant ID, a customer ID, and a
timestamp. The system did the encrypted addition
involving 100000 transactions managed on Amazon
Aurora database and summed them up to find out unusual
spikes which may be due to fraud. The aggregation with
the use of GPU acceleration took only 8 seconds, whereas
the CPU-only configuration of the system took 120
seconds.

An intelligence algorithm of detecting frauds executed on
encrypted information counted the amounts of
transactions within a time window and compared it to
others. Notably, all that was done without decryption of
the individual records, and so this process did not violate
the privacy of the customers as it met the PCI-DSS
standards of handling secure transactions.

Any access to transaction information was recorded on
Hyperledger Fabric and financial compliance was proved
with a system of automated audit trail. The important
management was addressed with the help of AWS KMS
which periodically updated cryptographic keys and
revoked them due to incident anomalous behavior. All of
these features favored the concept of GDPR, CCPA, and
SOX policies in the financial context.

7. CONCLUSION AND FUTURE WORK
7.1 Conclusion

This study has also suggested and confirmed a suitable
hybrid cryptographic system that will promote security,
privacy and regulatory conformity of data stored and
manipulated using cloud databases. The framework is able
to support the high-speed encryption of the static data
with the use of AES-256 encryption, secure computations,
where Paillier or CKKS-based homomorphic encryption is
used, and the encrypted query processing under work
using Dynamic Searchable Symmetric Encryption (DSSE).
As a result, the framework fits the shortcomings of typical
cloud data protection models. What is more, including
CRYSTALS-Kyber as the post-quantum key exchange
protocol and Hyperledger Fabric as the blockchain-
coupled audit trail protocol will guarantee the system-
wide confidentiality and traceability of sensitive
operations in the long run.

The experiment established that the suggested framework
provides an excellent tradeoff between the functionality
and privacy. It enables encrypted range queries with low
latency (~220 ms), secure transaction aggregation in real-
time (8 seconds on 100,000 entries) and automates such
compliance actions as the so-called right to be forgotten
through key revocation (within a second of latency). The
health care and financial sector case studies made it
possible to justify the flexibility of the framework
according to the privacy needs of the specific domain and
sustain its performance during actual practice. All in all,
the system mitigates the all-important gap between
thought and theory of cryptographic safety and working in
the cloud-native setting.

7.2 Future Directions

Even though the framework presents a considerable
potential, there are multiple directions in which it can be
improved and investigated. A key direction is the
incorporation of post-quantum digital signatures, e.g.
Falcon and Dilithium, which are both chosen by NIST as
finalists towards post-quantum standardization. Whereas
CRYSTALS-Kyber provides protection against quantum
computers in terms of key exchange protocol, using
quantum-safe signatures will boast the cryptographic
security of the system under quantum attack not only in
terms of data confidentiality, but also its integrity and
authentication capabilities.

The other significant direction would be the use of
federated learning with encrypted data. As machine
learning becomes a part and parcel of data analysis, the
ability to use datasets encoded in decentralized cloud
storage in order to train those models opens up vast
possibilities in healthcare total body imaging and financial
analysis, all without compromising the privacy of the data.
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This vision can be supported by using homomorphic
encryption in a combination with federated learning
protocols and not jeopardize the security.

What is more, the bandwidth of this framework may
include compliance automation with the help of Al in the
future. With artificial intelligence in place to monitor
changes in regulation, track anomalies in access, and
provide real-time audit reports, all organizations can
respond to the changing legal environments whether it be
GDPR, CCPA, and HIPAA without any damage to their on-
going operations. There would also be a possibility of
having smart agents that would pick up on signs of
violation or triggers to key revocations through
behavioural patterns, thus minimizing the manual checks
and the risk of operation.

Finally, the enterprise of the framework to manage
unstructured data domains like medical imaging, video
surveillance and IoT sensor records is a considerable
transitionary step. Such data forms are more stored in the
cloud databases and contain the requirements as well as
the need to create encrypted mechanisms that implement
content-sensible querying and share content securely.
Some of these methods, which can be combined in the
framework to cover such complex areas as format-
preserving encryption, secure indexing over multimedia,
graph-based searchable encryption can be integrated with
the framework to increase its applicability in these areas.
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